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Abstract. In this paper we study the relative percept of annoyance generated by synthetic auditory stimuli. The factors influencing
noise-induced annoyance remain somewhat vaguely defined in perception studies, even though such annoyance is a common and
pervasive problem in contemporary life – one that bears significant health and financial/societal burdens. We describe an experiment
wherein we rank perceived annoyance using a stimuli set of 24 synthetic, one-second sounds on sixteen subjects. Six types of audio
samples were each presented at four different SPLs – 50, 60, 70 and 80 dB. Subjects were presented with pairs of test tones and
asked to answer which of the stimuli was more annoying, using a two-interval, two-alternative forced choice (2I-2AFC) protocol.
Despite the fact that subjects were not prompted with a definition of annoyance, responses were, in general, consistent. Results
predictably showed a correlation between perceived loudness and annoyance in this range of presentation level; however, even
though loudness was one of the principal determinants of annoyance, it became clear that there are other, more subtle factors at work,
evident in the changes of perceived annoyance ranking at different presentation levels. It is also significant that each of the subjects'
responses was either highly consistent with their final result or contributory to the preservation of a no-preference option, even
though the decisions were two-forced-choice.

1. Introduction

Annoyance is a common and universal sensation that most
people experience everyday. The definition of annoyance may
differ from one person to another, but this paper aims at
showing common characteristics in sounds that may determine
the level of annoyance in a normal-hearing person. The authors
propose a novel method for the collection and analysis of
annoyance data.
It is generally understood that spectral power is directly
correlated to annoyance [12], although the degree of correlation
has been under investigation [15]. Previous studies have
assumed that noise level is a strict gauge for determining
annoyance [10], but it is reasonable to suggest that the influence
of the sound level might be more subtle; annoyance is, after all,
only a subjective and highly personal characteristic. One study
reveals that subjects perceive annoyance differently based on
their ability to influence it [9]. Another demonstrates that age
plays a significant role in annoyance judgments [1]. In [4], a
number of hypotheses were examined with respect to annoyance,
but it failed to obtain a conclusive evidence for any. We claim in
this paper that loudness defines the general trend for annoyance,
but there are many factors that can alter that judgment
significantly.

1.1. Addressing Annoyance
Annoyance plays a large role in political, financial, and
technological situations. It is a common occurrence for property
values to decrease with increasing proximity to airports,
highways, and other sources deemed annoying. Physical
acousticians have various measurement standards for addressing
this, such as dB60 and dB(half-day), where the time integral
values of the sound power levels are taken. These measurements
average sounds, which is useful for sound fields that tend to
have many high peaks [2]. Also, it is often understood that work
productivity decreases with increasing distraction. An
understanding of this principle led to a workplace revolution on
the corporate level with the help of companies like Muzak. The
end goal was to input sounds into the workplace that would

desensitize workers from the usual office distractions [16]. In
fact, the change in work productivity is so apparent that some
researchers use time-elapsed measurements under various sound
conditions to measure how annoyed some subjects are [3]. A
classic example of annoyance perception involved choosing a
telephone ringtone. In an interview conducted with Jean-Claude
Risset [20], he conveyed a story of some of the early research at
Bell Labs; in early tests, subjects were found to be reluctant to
answer their telephone because they found the ring quite
pleasant and they did not want to interrupt it. As a result, people
were missing important communications. Significant effort had
to be made to determine that a dissonant bell tone in an on-off-
on-off pattern was effective in warning people of an incoming
communication.

2. Experiment

Figure 1: Frequency spectrum representations of the six
stimuli at 50 dB SPL. (a) pink noise (PN), (b) two-sinusoids
(TS), (c) narrowband noise (NBN), (d) broadband noise
(BBN), (e) narrowband tone cluster (NTC), (f) broadband
tone cluster (BTC)
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All tests were performed in a quiet classroom at the Knoll, home
of Stanford’s Center for Computer Research in Music and
Acoustics (CCRMA). Subjects agreed to respond to a
questionnaire and provide feedback, which proved useful in data
analysis and for future work considerations.

2.1. Stimuli
The experiment made use of six different kinds of stimuli
generated in MATLAB at four intensity levels – 50, 60, 70 and
80 dB SPL, over a frequency range 500 to 5000 Hz.
The six stimulus groups are (1) pink noise (PN), (2) two
sinusoids (TS) at 1000 and 1023 Hz with equal amplitudes, (3)
narrowband noise (NBN), generated by filtering Gaussian-white
noise with a bandpass filter with the passband of 1000 and 1500
Hz, (4) broadband noise (BBN), generated similarly, with the
difference of the bandpass filter passing the frequencies between
500 and 5000 Hz, (5) narrowband tone complex (NTC)
consisting of ten linearly distributed sinusoids of random
amplitudes between 1000 and 1500 Hz and (6) broadband tone
complex (BTC), consisting of 100 sinusoids of equal amplitudes
whose frequencies are logarithmically distributed (so that there
would be an equal number of tones per octave) between 500 and
5000 Hz.
We originally considered two more stimuli – a pure tone of 800
Hz and a pink noise combined with two NBNs (with center
frequencies at 1000 and 1023 Hz). After some investigation,
those stimuli were removed since there is ample research
involving pure tones (e.g. [5][6][14]), and the modified pink
noise produced results very similar to those of the BBN. Figure
1 shows the spectrum of six stimuli at 50 dB.

2.2. Procedure
Each subject was asked to fill out a questionnaire concerning
potentially relevant distinctions before the experiment. The
subjects were asked for their gender, age, ethnic and language
background, musical training, and whether they identified as an
introvert or extrovert. All 276 unique pairs of stimuli were
presented (corresponding to 24 choose 2), each stimulus lasting
1000 msec plus 50 msec of ramp-up and ramp-down time to
avoid clicks, with a 500 msec pause between subsequent stimuli.
Each subject was asked to select which of the two stimuli was
more annoying according to their judgment (the authors did not
define the term 'annoyance' to the subjects). The experiment did
not allow the subjects to respond "both stimuli are equally
annoying", even if it may have applied in some cases.

2.2.1. The Forced-Choice Decision
In our research, we found two methods for measuring
annoyance. The first such measurement is to set up a task and
see how the subject's productivity changes over varying
conditions [3]. This test is very good for getting data that the
subject does not influence, because the subject is not answering
questions based on their perception. The time changes can be
put on an absolute scale and comparing values across tests is
easy. Unfortunately, this test might not target annoyance
specifically. For example, pleasantness can also slow down the
progress of a task and, therefore, sounds that are pleasant as well
as sounds that are annoying will produce time changes that lie in
the same data range. Separating results like this would be
difficult graphically and semantically.
Another method common to annoyance testing is the attribution
of a scale. Various scales we have encountered include the
measure of annoyance from 0 to 100. Subjects are prompted for
an annoyance value and their results are averaged with that of
others. Above 72% average is percentage of highly annoyed
(%HA), 50, annoyed (%A), 28 a little annoyed (%LA) [13] . The
disadvantages of using a scale, however, far outweigh the

benefits. First, the response is not done using forced-choice. In
other words, the subject is prompted for a subjective result and
therefore has no mechanism for ensuring accuracy or
minimizing competitiveness. Also, scales that are too fine in
detail lose meaning in their inner regions. How does one
distinguish something that is 61% annoying from something that
is 62% annoying?
In order to explore the options for reducing the risks involved in
the methods above, we decided on using a ranking system based
on a forced-choice procedure. We should point out that the
advantages of a forced-choice ranking system include low-error
feedback from subjects and the use of a specific task that is easy
to convey. Final results should also converge on accurate values
after a significant number of iterations. The downside of this
ranking system is that the experiment could be asking the
subject to perform a task that does not make sense. If there is
actually no preference, then the subject could be giving arbitrary
responses. Also, the ranking system does not allow the sounds to
be put on an absolute scale; the annoyance of one sound can
only be compared to that of another. This downside should not
affect the theoretical possibilities of the study, though for
practical applications, it might need to be addressed.

Figure 2: Histogram of sixteen subjects by age.

2.3. Equipment
The experiment was performed monaurally (left ear) on Sony
MDR-7506 headphones, coupled with an M-Audio Omni I/O
mixer connected to a Linux computer running Matlab, Version
7.3. Before each session, the authors used a sound meter set to
measure decibel levels with the A-weighting scheme and
calibrate the headphone volume.

Figure 3: Histogram of sixteen subjects by years of musical
training.
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2.4. Subjects
Sixteen subjects were recruited from ages 16 to 41; the
histogram of age distribution is shown in Figure 2. According to
the questionnaire, among the 16 subjects, 7 were male and 9
female; 10 were Caucasian and 6 Asian. Their musical training
ranged from no formal training to over 20 years, which is
displayed in Figure 3.

2.5. Weighting
There are a few popular weighting schemes used in sound
research, such as A-, B-, and C-weighting [17] and ITU-R 468
[18]. The A-weighting is often used for environmental studies,
where B- and C-weightings are useful for louder noises such as
aircraft turbulence [19]. ITU-R 468 was later proposed to be an
appropriate perceptually-based weighting scheme for all types of
sound [20], though its use is not widespread in the U.S.A. Since
A-weighting has been criticized for being inappropriate for
human hearing measurement [7], we were at first concerned
about our use of an A-weighted meter instead of ITU-R 468, but
the following analysis demonstrates that, at least for this
experiment, this difference is irrelevant.
As can be seen from Figure 4, the dB values resulting from
using A-weighting and ITU-R 468 can be quite different,
especially between 1000 and 10000 Hz. The authors tried to find
a sound meter that uses ITU-R 468 weighting, with no success,
so we resorted to manually calculating the perceived loudness
values using both weightings of all 24 stimuli. The results are
shown in Figure 5 and Table 1.

Figure 4: Gain spectrum of two common decibel-weighting
schemes.

As we can see from Table 1 and all of parts (a) through (f) of
Figure 5, the calculated loudness values can be quite different
depending on the weighting methods used. They also show that
those differences may come from the spectral content of the
stimuli, in other words they are quite small when the bandwidth
of the stimuli are narrow (i.e. Figure 5 (b), (c), (e)) and the
frequencies lie in the range where the two systems are close in
gain, while the differences can be larger with wider-bandwidth
stimuli (i.e. Figure 5 (a), (d), (f)).
What are noticeable in Figure 5 are the equal slopes in all cases
(dashed and solid lines in each subfigures). The equal slope in
each graph (i.e. the relationship between x-axis and y-axis)
between successive points is important because this means a 10
dB increase in loudness corresponds to a consistent level of
increase in perceived loudness, whether the increase was from
50 to 60 dB or from 70 to 80 dB. Also, the consistent offset
between each pair of lines illustrates that even though the
theoretically calculated perceived loudness may be different, the

difference is consistent and therefore we can ignore this
difference (and furthermore, different weighting methods) for
the purpose of our study in this paper.

Figure 5: Calculated loudness levels of dB(A) (dashed line)
and dB ITU-R 468 (solid line) versus dB SPL per stimulus.
(a) PN (b) TS (c) NBN (d) BBN (e) NTC (f) BTC.

Stimulus Loudness
Level
(dB)

ITU-R 468
weighted

values

A-
weighted

values
50 49.5450 42.0982
60 59.5449 52.0983
70 69.5450 62.0983

PN

80 79.5450 72.0983
50 45.7669 45.7347
60 55.7667 55.7346
70 65.7666 65.7346

TS

80 75.7666 75.7346
50 47.3316 46.4027
60 57.3315 56.4028
70 67.3315 66.4027

NBN

80 77.3315 76.4027
50 53.9458 46.5928
60 63.9460 56.5928
70 73.9461 66.5929

BBN

80 83.9461 76.5929
50 46.8315 46.2625
60 56.8312 56.2623
70 66.8312 66.2622

NTC

80 76.8312 76.2622
50 52.1154 46.1958
60 62.1154 56.1958
70 72.1154 66.1958

BTC

80 82.1154 76.1958

Table 1: Theoretically calculated perceived loudness values
using dB(A) and ITU-R 468 weighting methods for all 24
stimuli

3. Results and Analysis

3.1. Consistency
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A primary concern of the experiment is that the question being
asked of the subject might not make sense. It is reasonable to
assume that if there were some measure of consistency and the
subject demonstrated having a high consistency, the question
would be a valid one. Fortunately, the nature of the record-
keeping in this experiment provides for a built-in consistency
measurement. For example, if a subject is asked to rank a pair of
stimuli [0, 0], one stimulus will receive one point and one will
lose a point, giving an outcome of [-1, 1]. If the same pair is
presented at a later time, a consistent subject will make the same
decision, thus awarding a second point to the chosen stimulus
and subtracting a second from the other, giving an outcome of [-
2, 2]. An inconsistent subject will make the opposite decision,
thus cancelling the previous decision and giving an outcome of
[0, 0]. The sum of the absolute value of each of the elements of
the final ranking matrix, called the consistency score, gives an
indication of the consistency. In the example above, the
consistent subject had a consistency score of 4 while the
inconsistent subject had a score of 0. This works for much larger
matrices as well.
The Appendix of this paper contains a formal derivation for
calculating the maximum consistency score for an arbitrary
number of stimuli. Based on this formula, the highest achievable
consistency score with 24 stimuli is 288. All of our subjects’
scores were between 182 and 274. Because of these high
consistency values, we can feel confident in saying that the
subjects, in general, understood what was being asked of them
and thus, their few conflicting decisions actually contributed to a
“no-preference” option. Thus, the test was a quasi-two-interval,
three-alternative forced choice (2I-3AFC) one, rather than 2I-
2AFC.

3.2. Absolute Annoyance
As it turns out, it is possible to conclude that one type of
stimulus is more annoying than another, independent of its
loudness. The graph shown in Figure 6 was created by taking
the average stimulus ranking over all four of the intensity levels,
thus cancelling the loudness effect, and then averaged over all
sixteen subjects. The error bars in the graph represent the
maximum and minimum of the sixteen subject averages. It is
clear that this deviation is rather static, and thus, conclusions can
be drawn about the total average annoyance ranking per
stimulus.

Figure 6: Absolute stimulus annoyance per stimulus type,
independent of loudness. Calculated as average ranking of
stimulus for all levels over all subjects. Error bars show
maximum and minimum average scores.

Note that the magnitudes of the numbers on the y-axis are
meaningless; it is rather the relative positions of the stimuli with
respect to the others that are relevant. These numbers are
dependent on the total number of stimuli presented, and could
easily grow or shrink while the overall contour of the graph
would remain the same. Based on the location of the averages, it
can be concluded that subjects found the two-sinusoid (TS)
stimulus least annoying while they found the broadband tone
cluster (BTC) the most annoying, in general. Of course, these
rankings would change given sufficient loudness discrepancies.

3.3. The Loudness Factor
As expected, the level of the stimulus has a huge influence on
the annoyance. Given the experiment’s result, one can determine
the effect of loudness quite easily. For each stimulus and for
each subject, take the difference of the highest ranking and the
lowest ranking. The largest of these differences will correspond
to the greatest ability of the stimulus level to influence the
annoyance. Figure 7 shows the average of this loudness factor
value averaged over all sixteen subjects. The error bars show the
maximum and minimum differences per stimulus.

Figure 7: Loudness influence per stimulus type. Influence
calculated by taking the highest and lowest ranking per
stimulus per subject. Higher influence scores correspond to
higher ability of stimulus loudness level to affect annoyance.

Notice that the broadband noise (BBN) has the highest of these
difference values, while the two-sinusoids (TS) stimulus has the
lowest. This means that the same 10 dB SPL increase on these
stimuli will produce a much more drastic increase in annoyance
on the BBN than on the TS. Note again that the y-axis values are
irrelevant and that only the relative heights of these averages are
useful in determining the loudness factor.

4. Discussion

Figure 8 is a graph of the summed results of all sixteen subjects.
This graph shows that it is possible for rankings to switch places
depending on the level especially, as it appears, at low stimulus
levels. It also shows that loudness can have a curious nonlinear
effect on stimulus annoyance, most prominently on the NTC,
which will be studied in the future.
The authors did not find any conclusive evidence between the
duration of musical training and preference toward a particular
stimulus. We speculate instead that a certain relationship exists
between annoyance and cultural background, but there were not
enought subjects involved to make a legitimate claim on this. A
previous study looked at this, but failed to acknowledge the
large age discrepancy between the subjects of the two cultures in
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question [8]. With future testing, we aim to converge on a
conclusive result on this point.
A subject mentioned in the feedback that familiarity with a
certain type of stimulus may play a role in their judgment. In
other words, she described that people will readily judge that a
beating tone (which may sound like a telephone ring signaling
potential communication) is more pleasant than a BBN, which is
similar to the noise when the TV broadcast is not in service,
which may invoke an unintentional and unpleasant memory
from a subject. This effect is unavoidable given the ubiquity of
these stimuli.
Subjects also commented frequently on the duration of the
annoyance stimuli. Some mentioned that the 1000 msec was not
significantly long enough for them to become annoyed.
Unfortunately, this was considered during the experiment design
phase as a necessary downside considering that annoyance from
every stimulus would lead to annoyane and fatigue from the
whole test.
The authors were also asked if 500 msec would be long enough
a pause between pairs of stimuli. It could be too short for some
subjects to forget the sound of the last stimulus, which may
affect the perception of the next stimulus; however, much like in
choosing the length of the stimulus, the pause was selected to be
significantly short to keep the overall length of the test
reasonable.

Figure 8: Total sum matrix. Results of all sixteen subjects
added together. Shows the influence of loudness and
absolute annoyances.

5. Conclusion and Future Work

This paper presented a novel method of judging the annoyance
of an arbitrary number of stimuli at different loudness levels.
We considered twenty-four stimuli for the experiment with
sixteen subjects with various backgrounds. The method proved
to be robust under different decibel-weighting schemes.
Furthermore, the authors found that different types of stimuli
may invoke different levels of annoyance, regardless of the SPL.
The relationship between the loudness level and the annoyance
rankings were verified in this paper; however, the authors did
not yet find any conclusive relationship between the annoyance
rankings and more subtle factors such as cultural background,
age or the duration of musical training. These will be studied
more thoroughly in the future.
The test was also performed monaurally. While reducing the
real-world applicability of the results, this decision was made to
eliminate inter-aural effects. Since the stimuli would have been
identical in both ears and thus, absent from localization cues, the
experiment was performed monaurally to avoid having some

stimuli, and not others, cause disorientation and thus, more
annoyance. The introduction of stereo stimuli will be another
consideration for future testing.
The large ranking matrix with forced-choice procedure we
proposed in this paper appears to be useful for a task like this
that would otherwise be daunting to the subject. Because of the
property of the transitive power in mathematics, these results
can be obtained in under 30 minutes while producing numbers
whose relative values hold a lot of information. This test goes
beyond simply ranking annoyances, which would most likely
exhaust the subject before completing the task. The test has the
capability to preserve no-preference options, give valuable trend
information based on various characteristics of the stimulus, and
provide an easy task for its human subjects.
Our experiment once more verified the relationship between
loudness and annoyance, in general. Also, the result shows that
there is a very likely relationship between the bandwidth of a
stimulus and the annoyance, i.e. that the wider the bandwidth of
the stimulus is, the more annoying it is perceived, on average, at
a fixed sound pressure level. This result can be useful in the
design of sound signals, such as car alarms, as well as in a basis
for consonance/dissonance research.
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Appendix: Consistency Ratio

Assume there are N stimuli, all of which have different (and
therefore unique) rankings, [a1, a2, ..., ak, ..., aN], such that

a1 < a2 < ...< ak < ... < aN.

Also assume there is an ideal subject, who is always consistent
in their decision making.
Since there are N stimuli, there will be

C(N, 2) = N (N – 1) / 2

different pairs, where C(N, 2) is “N choose 2”.
The algorithm to calculate the consistency of the ideal subject is
as follows.
1. Start with b1 = b2 = ... = bk = ... = bN = 0, where bk is the final

ranking of the k-th stimulus, ak.
2. With a pair of stimuli [ai, aj], for∀i ≠ j, we award

bi = bi – 1, bj = bj + 1 if ai < aj or
bi = bi + 1, bj = bj – 1 if ai > aj

At every iteration, +1 and -1 points are awarded, therefore
the absolute value of points awarded per iteration is 2. Hence,
for the N stimuli test,

AN = 2∙C(N, 2) = N (N – 1)

points will be awarded in total.
3. After C(N, 2) iterations, bk will be

bk = 1∙(number of times ai > aj )
– 1∙(number of times ai < aj)

= (k – 1) – (N – k)
= 2k – N – 1, for k = 1, 2, ..., N
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Due to the symmetry of the setting, there is a relationship of
bk = bN-k, and furthermore bM = 0 when N = 2M – 1 for some
integer M.

4. The total sum of the rankings after all iterations is
BN = b1 + b2 + ... + bN =

= 0.5N2 for N even, and
= 0.5(N2 – 1) for N odd

Therefore for the ideal subject, the ratio of the highest
consistency score to the total points awarded, or percent
consistency, will be

BN / AN = 0.5N / (N – 1) for N even, and
= 0.5 (N + 1) / N for N odd.

Hence, the perfectly consistent subject will achieve a
consistency ratio is 2/3, for N = 3 and 4, and it will converge to
1/2 as N grows large.
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