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Abstract. We propose a robust probabilistic pitch (f0) estimator in
the presence of interference and low SNR conditions, without the com-
putational requirements of optimal time-domain methods. Our analysis
is driven by sinusoidal peaks extracted by a windowed STFT. Given
f0 and a reference amplitude (A0), peak frequency/amplitude observa-
tions are modeled probabilistically in order to be robust to undetected
harmonics, spurious peaks, skewed peak estimates, and inherent devi-
ations from ideal or other assumed harmonic structure. Parameters f0

and A0 are estimated by maximizing the observations’ likelihood (here
A0 is treated as a nuisance parameter). Some previous spectral pitch
estimation methods, most notably the work of Goldstein [3], introduce
a probabilistic framework with a corresponding maximum likelihood ap-
proach. However, our method significantly extends the latter in order to
guarantee robustness under adverse conditions, facilitating possible ex-
tensions to the polyphonic context. For instance, our addressing of spu-
rious as well as undetected peaks averts a sudden breakdown under low-
SNR conditions. Furthermore, our assimilation of peak amplitudes facili-
tates the incorporation of timbral knowledge. Our method utilizes a hid-
den, discrete-valued descriptor variable identifying spurious/undetected
peaks. The likelihood evaluation, requiring a computationally unwieldy
summation over all descriptor states, is successfully approximated by a
MCMC traversal chiefly amongst high-probability states. The MCMC
traversal obtains virtually identical evaluations for the entire likelihood
surface at a fraction of the computational cost.

1 Introduction

Fundamental frequency (f0) estimation finds application in many areas of acous-
tics and digital audio. A robust estimation is especially relevant in music informa-
tion retrieval tasks, where pitched signals may encounter significant interference
from noise or other musical events.

To this end, we propose a high quality f0 estimation in the presence of inter-
ference and poor signal-to-noise ratios without the computational load and stor-
age costs of optimal time-domain methods. The input signal is preprocessed by
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a STFT followed by a sinusoidal peak extraction, outputting a list of frequency-
amplitude pairs. The f0 estimation operates directly on this peaklist.

Absent interference and irregularities, the kth frequency in the observed peak-
list will be kf0. We denote this ideal, fictitious set of peaks the input peaklist.

The actually observed peaklist, denoted the output peaklist, is perturbed by one
or more of the following irregularities:

– Undetected peaks: A peak may be beneath the noise floor or masked due
to interfering sinusoids close in frequency.

– Spurious output peaks: Interfering signals may themselves lead to addi-
tional peaks, or in a rare case, sidelobe peaks may be detected.

– Skewed frequency estimates: A natural inharmonicity may occur. Fur-
thermore, interfering sinusoids may perturb STFT frequency peak estimates
even when a peak is detected. An additional bias may incur due to the
parabolic interpolation between STFT bins.

Given a probabilistic model of the output peaklist conditional upon f0 and
A0, we estimate f0 via maximum likelihood, treating A0 as a nuisance parameter.

Some pioneering work in spectral pitch estimation, for instance Goldstein’s
method [3], has introduced a probabilistic framework operating on STFT peaks.
While the latter approach does account for the possibility of undetected peaks,
the issue of spurious peaks so far remains unaddressed. As we demonstrate,
a proper accounting for spurious peaks becomes vitally important under low-
SNR conditions, where approaches which do not consider them often experience
a sudden breakdown. A practical context arises, for instance, when detecting
primary pitch formations in a polyphonic setting. A further advantage of our
approach is the ability to utilize peak amplitudes via prior information concern-
ing timbre. Appendix 5 provides a detailed comparison between our method and
a suitable generalization of Goldstein’s method under identical computational
requirements.

2 Probabilistic model for the output peaklist

Figure 1 illustrates our probabilistic model for the output peaklist given f0 ∈
[0, π], A0 ∈ � + .

2.1 The hidden descriptor

We introduce a hidden descriptor

D ∈ D = ∪∞
N=0 {’I’, ’B’, ’O’}N (1)

specifying linkage between the input and output peaklists, as in Figure 2.
Let index j refer to the increasing-frequency sorting order of the aggregation

of all input peaks and spurious output peaks. Then D(j) = ’I’ labels an unde-
tected input peak; D(j) = ’B’ labels an output peak linked to some input peak,
and D(j) = ’O’ labels a spurious output peak.
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Fig. 1. Probabilistic model: descriptor, input and output peaks. Dotted circles describe
degenerate (deterministic) relations; all other relations are probabilistic.

Fig. 2. Linked input and output peaks with descriptor. Sizes of circles and X’s represent
relative peak amplitudes.

Let Fbo and Abo be parallel vectors of output peak frequency and amplitude
observations. We denote their observation spaces:

Fbo ∈ F = ∪∞
Nbo=1 [0, π]

Nbo (2)

Abo ∈ A = ∪∞
Nbo=1

{ � +
}Nbo (3)

Similarly, let Fib and Aib be the (fictitious) input peak lists. Fib is generated
according to a harmonic template given f0:

Fib(jib) = jib · f0, jib ∈ {1, 2, . . . bπ/f0c} (4)

Aib consists of a parallel collection of amplitudes, dependent on a reference
amplitude A0 and decay parameter cA:

Aib(jib) = A0c
jib−1
A (5)
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Now, we define mapping indices

jib(j)
∆
=

j
∑

l=1

1{D(l)=’B’}∪{D(l)=’I’}

jbo(j)
∆
=

j
∑

l=1

1{D(l)=’B’}∪{D(l)=’O’}

jb(j)
∆
=

j
∑

l=1

1{D(l)=’B’} (6)

Then if D(j) = ’B’, the jth
bo output peak, i.e., the observation {Fbo(jbo(j)),

Abo(jbo(j))} is linked to the jth
ib input peak, i.e., that with frequency jib(j)f0.

Otherwise the output peak is considered spurious.
Knowledge of D enables computation of the conditional likelihoods

P (Fbo, Abo|D, f0, A0) and P (D|f0, A0). Our goal is to choose f0 and A0 such
as to maximize the unconditional likelihood, P (Fbo, Abo|f0, A0), which entails a
summation over D:

P (Fbo, Abo|f0, A0)=
∑

D∈D

P (D|f0, A0)P (Fbo, Abo|D, f0, A0) (7)

Before addressing the summation, we shall make explicit the forms of
P (Fbo, Abo|D, f0, A0) and P (D|f0, A0).

2.2 Specification of P(Fbo, Abo|D, f0, A0)

If Fbo and Abo are invalid with respect to D and f0, then P (Fbo, Abo|D, f0, A0)
∆
=

0. The relevant validity conditions are as follows:

– V1 The number of output peaks (length of Fbo) must equal the number of
’B’ plus ’O’ symbols in D, i.e., Nbo(D).

– V2 The frequency sorting order of the aggregation of all input and spurious
output peaks in {Fib, Fbo} must match the order of corresponding ’I’ and ’O’
symbols in D.

Otherwise, for valid Fbo, Abo, our model admits the following factorization:

P (Fbo, Abo|D, f0, A0)=P (Fbo|D, f0)P (Abo|D, A0) (8)

In (8), frequency and amplitude deviations of output peaks are modeled as con-
ditionally independent given D, f0 and A0. Furthermore, we assume sufficient
spacing in frequency to prevent significant interactions between output peaks;
hence P (Fbo|D, f0) and P (Abo|D, A0) factor as product distributions over the
individual peak observations:

P (Fbo|D, f0) =

Nbo
∏

jbo=1

P (Fbo(jbo)|D, f0) (9)
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P (Abo|D, A0) =

Nbo
∏

jbo=1

P (Abo(jbo)|D, A0) (10)

In case of a linked output peak, i.e., D(j) = ’B’, Fbo(jbo(j)) is modeled as a
Gaussian dependence on the frequency of the corresponding input peak:

Fbo (jbo(j)|D(j) = ’B’) ∼ N
(

Fib(jib(j)), σ
2
f,b

)

(11)

If the output peak is spurious, i.e., D(j) = ’O’, the frequency is modeled as
uniform [0, π], via maximum entropy argument:

Fbo (jbo(j)|D(j) = ’O’) ∼ U(0, π) (12)

The output peak amplitude for a linked output peak is modeled according to
the result expected from a sinusoid plus Gaussian noise in the time domain. In
the frequency domain, 2A2

bo(jbo(j))/σ2
A,b follows the distribution of a noncentral

χ2
2 with noncentrality parameter 2A2

ib(jib(j))/σ2
A,b [4].

P

(

2A2
bo (jbo(j))

σ2
A,b

∣

∣

∣

∣

∣

D(j) = ’B’

)

∼ χ2

2,
2A2

ib
(jib(j))

σ2
A,b

(13)

Recall that, via (5), Aib(j) depends on the nuisance cA. A preferable solution
is to marginalize cA with respect to some noninformative prior; however we have
not yet taken this step. Instead, we obtain acceptable results by fixing cA ≈ 0.95
and using σ2

A,b = 0.25.
The amplitude of a spurious output peak is modeled as Gaussian with vari-

ance σ2
A,o. In this case, 2A2

bo(jbo(j))/σ2
A,o follows a central χ2

2:

P

(

2A2
bo (jbo(j))

σ2
A,o

∣

∣

∣

∣

∣

D(j) = ’O’

)

∼ χ2
2,0 (14)

2.3 Specification of P(D|f0, A0)

If D is invalid with respect to f0, we define P (D|f0, A0) = 0. The corresponding
validity condition is:

– V3 The number of ’I’ plus ’B’ symbols in D, i.e., Nib(D), must equal the
number of input peaks. The latter, fixed according to Nyquist considerations
(4), eliminates redundancies, as a missing input peak is equivalent to an
unlinked peak.

Otherwise, define Dib as D with the ’O’ symbols removed, i.e., for all j
such that D(j) = ’I’or’B’, Dib(jib(j)) = D(j). The factorization P (D|f0, A0) =
P (Dib|f0, A0)P (D|Dib, f0, A0) separates the input peaks’ survival P (Dib|f0, A0)
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from the spurious output peaks’ generation P (D|Dib, f0, A0). The survival distri-
bution is modeled as independent Bernoulli with decaying survival probability:

P (Dib(jib) = ’B’|f0, A0) = φjib

b (15)

Now, let No(D) be the number of ’O’ symbols in D. Since spurious frequencies
are generated according to a Poisson process,

P (No(D)|Dib, f0, A0) = e−λo
λ

No(D)
o

No(D)!
(16)

where λo is the mean number of spurious output peaks on [0, π]. As

P (D|Dib, f0, A0) = P (D|No(D), Dib, f0, A0)P (No(D)|Dib, f0, A0) (17)

it remains to specify the latter part of this factorization. The latter depends only
on the number of ’O’ symbols interleaved between each ’I’ or ’B’ symbol, i.e., on

{No,k(D)}Nib(D)
k=0 where No,k(D) =

∑

{j:jib(j)=k} 1{D(j)=’O’}. Since, conditional

upon No(D), the spurious frequency locations are iid uniform on [0, π], it follows
that

P (D|No(D), Dib, f0, A0)=P ({No,k(D)}Nib(D)
k=0 |Dib, f0, A0)

(18)

admits a multinomial distribution:

P ({No,k(D)}Nib(D)
k=0 |Dib, f0, A0) =

No(D)!
∏Nib(D)

k=0 ρ
No,k(D)
k

∏Nib(D)
k=0 No,k(D)!

(19)

where ρk, the probability of a single ’O’ symbol being interleaved in the kth

interval delimited by an ’I’ or ’B’ symbol, is given by:

ρk =







Fib(1)/π, k = 0
1 − Fib(Nib(D))/π, k = Nib(D)
[Fib(k + 1) − Fib(k)] /π, otherwise

(20)

As a result,

P (D|f0, A0) = e−λoλNo(D)
o

Nib(D)
∏

k=1

(

φk
b

)1{Dib(k)=’B’}
(

1 − φk
b

)1{Dib(k)=’I’}

ρ
−No,k(D)
k No,k(D)!

(21)
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2.4 Implication of validity conditions

If any one of V1-V3 fail, P (Fbo, Abo, D|f0, A0) = 0. Thus, D can be skipped
in the summation (7). Otherwise a set of D satisfying all validity conditions is
isomorphic to the set of nonintersecting linkmaps between Fib and Fbo, the latter
to be described. While the descriptor provides a convenient mechanism for the
evaluation of the conditional likelihoods which form the unconditional likelihood,
via (7), the linkmap representation enables a straightforward enumeration of
valid descriptors.

Let Nb(D) be the number of ’B’s in D. The linkmap, denoted L∈� +[2×Nb(D)],
is a matrix consisting of an input row, L(i,:), and an output row, L(o, :). Each
column describes a linkage between an input and an output peak. A linkage
must occur for each j for which D(j) = ’B’. We set L(i, jb(j)) = jib(j) and
L(o, jb(j)) = jbo(j).

Though a unique linkmap arises from a given descriptor, without V1-V3, a
given linkmap may arise from more than one descriptor.

For example, let

Fib = {0.5, 1, 1.5, 2, 2.5}
Fbo = {0.7, 1, 1.3, 2.8}

and suppose L(i, :) = [2, 4]; L(o, :) = [2, 4]. This example is diagrammed in
Figure 3.

0.5 1.0 1.5 2.0 2.5

0.7 1.0 1.3 2.8

INPUT
PEAKS

OUTPUT
PEAKS

Fig. 3. Example linkmap

Any of the following descriptors may yield L:

D1 = {’I’,’O’,’B’,’O’,’I’,’B’,’I’}
D2 = {’I’,’O’,’B’,’I’,’O’,’B’,’I’}
D3 = {’I’,’O’,’B’,’O’,’I’,’B’,’I’, ’I’, ’O’,’I’}

However, only D1 satisfies V1-V3.
The unique specification of D follows:

– Nb(D) is fixed by L;
– Nib(D) is fixed by f0 via V3;
– Nbo(D) is fixed by Fbo via V1;
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– the relative (’I’ ↔ ’B’) and (’B’ ↔ ’O’) orderings are fixed by L;
– the (’I’ ↔ ’O’) ordering is fixed by f0 and Fbo via V2.

Since the number of ’I’,’B’,and ’O’ symbols are fixed by L, as well as all
pairwise orderings, the D sequence itself is fixed. Thus, V1 - V3 establish the
isomorphism D ↔ L.

3 Enumeration strategies

To evaluate the unconditional likelihood via (7), we must enumerate all valid
descriptors, i.e., those for which P (D|f0, A0) > 0 and P (Fbo, Abo|D, f0, A0) > 0.
We consider an exact evaluation of (7) via brute-force enumeration, then via an
approximate MCMC scheme. The latter constructs a random walk amongst the
descriptors which contribute most of the probability to this summation.

3.1 Exact (brute force) enumeration

Due to the linkmap ↔ valid descriptor isomorphism, a compact and exhaus-
tive enumeration of descriptors is achieved simply by enumerating all possible
linkmaps between Nib input peaks and Nbo output peaks. Let

m ∈ {0, 1, ...min(Nib, Nbo)}
be the outermost enumeration index representing the number of links. For each
m, we enumerate the

(

Nib

m

)

sets of m from Nib input peaks in an outer loop and

the
(

Nbo

m

)

sets of m from Nbo output peaks in an inner loop. The extraction of
the descriptor corresponding to a given linkmap is straightforward. The total
number of linkmaps, hence valid descriptors, is as follows.

# {D} =

min(Nib,Nbo)
∑

m=0

(

Nib

m

)(

Nbo

m

)

(22)

For small Nib and Nbo, (e.g., Nib, Nbo ≤ 7), the enumeration is not prohibitive.
Exact enumeration proves useful in comparing approximate strategies. Unfor-
tunately, the nature of the combinatoric explosion becomes evident when Nib

and Nbo simultaneously become large. For instance, let Nib = Nbo = N . The
summation in (22) simplifies accordingly:

# {D} =

N
∑

m=0

(

N

m

)2

=

(

2N

N

)

(23)

As discussed by Knuth, et al. [5], Stirling’s approximation reveals the following
asymptotic behavior:

(

2N

N

)

=
4N

√
πN

[

1 −O
(

1

N

)]

(24)

Hence, the number of required descriptor enumerations grows exponentially
with a common number of input/output peaks, to first order in the exponent.
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3.2 Results from exact enumeration

An A4 piano tone, allegedly at 440 Hz, is recorded at 44.1 kHz with −14 dB
white noise added. A 227 ms frame is used to derive a pitch estimate. We set
A0 = A1/cA, A1 being the highest (fundamental) peak amplitude. Additionally,
we specify:

– φb = 0.55
– λo = 10.0
– cA = 0.35
– σ2

f,b = (0.05f0)
2

– σ2
A,b = (0.5A0)

2

– σ2
A,o = (0.05A0)

2

The analysis is artificially truncated to the first seven input and output peaks,
to facilitate a tractable computation. As a result, each candidate f0 requires
exactly 3432 likelihood computations. It should be noted that two of the seven
output peaks appear spurious.

The solid curve in Figure 4 displays the 0.05 power of the total likelihood
vs. f0, while the dotted curves display likelihood contributions summed over the
top 1 − 3 descriptors. (The 0.05 power is taken to improve readability of local
maxima.) Thanks to the scaling, the dotted curves are indistinguishable from
the main curve. The maximum likelihood estimate is f0 = 0.0628 rad/sample
(441 Hz), while other local maxima indicate subharmonics.

To assess the contributions from the top three descriptors, Figure 5 shows
their fraction of total likelihood vs. f0. Table 1 displays also the total likelihood
fraction averaged over all f0, as well as the fraction of f0 for which at least 99%
of the total likelihood is contributed by the reduced set of descriptors.

Brute−Force Enumeration Results

Candidate f0 (rad) 

Li
ke

lih
oo

d0.
05

0.02 0.04 0.06 0.08 0.1 0.12 0.14
0

1

2

3

4

5

6

x 10
−4

Fig. 4. Log likelihood function from exact enumeration: 7 peaks, 3 spurious
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Likelihood Concentration of 1−3 Highest Probability Descriptors
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Fig. 5. Likelihood concentration for 1-3 descriptors

#Descriptors Average Likelihood Fraction Exceed 99% Fraction

1 .9581 .8312

2 .9970 .9610

3 .9997 .9870
Table 1. Likelihood concentration of 1-3 highest probability descriptors

Since indeed most of the likelihood concentrates in a few descriptors, compu-
tations may be reduced by an approximate MCMC navigation scheme traversing
chiefly among these descriptors. The latter is detailed in the following section.

4 MCMC approximate enumeration

In any MCMC scheme, the purpose is to construct a Markovian transition rule,
P (Dk+1|Dk) which preserves a desired stationary distribution [2]. We denote this
distribution as π(D). We desire that π(D) concentrate in descriptors yielding a
relatively high joint likelihood. To this end, we specify:

π(D) ∝ [P (D|f0, A0)P (Fbo, Abo|D, f0, A0)]
K (25)

where K > 1. K must not be too large, however, since K → ∞ implies π(D)
concentrates on the set of descriptors yielding only the maximum joint likelihood,
which as Table 1 shows, can occasionally fail to capture most of the likelihood.

If P (Dk+1|Dk) is irreducible, the resultant Markov chain will converge in
distribution to π(D) [1]. To facilitate fast convergence, D0 is initialized by the
McAulay-Quatieri (MQ) approximate matching algorithm [6].

P (Dk+1|Dk) follows the Metropolis-Hastings rule [2]. A candidate D′
k is

sampled ∼ q(D′
k|Dk), then D′

k is accepted (i.e., Dk+1 = D′
k) with probabil-
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ity min(1, r(Dk, D′
k)); otherwise Dk+1 = Dk, where:

r(Dk, D′
k) =

π(D′
k)q(Dk|D′

k)

π(Dk)q(D′
k|Dk)

(26)

The sampling distribution, q(D′
k|Dk), operates directly on the set of linkmaps

{L}, which exist in one-to-one correspondence with valid D. Let Lk ↔ Dk and
L′

k ↔ D′
k. Then q(D′

k|Dk) is chosen to satisfy some notion of adjacency on
{Lk, L′

k}. Any of the following moves may generate L′
k:

1. Remove a link: Delete a column in Lk.
2. Add a nonintersecting link: If possible, choose any unlinked pair for

which a possible linkage does not intersect the current set of links, and
insert this pair as a column in Lk. To simplify the argument, consider Lk

as augmented with the set of ”phantom” boundary links, i.e., Lk(i, 0) =
Lk(j, 0) = 0; Lk(i, Nb(Dk) + 1) = Nib(Dk); Lk(o, Nb(Dk) + 1) = Nbo(Dk).
The nonintersection condition is satisfied if and only if there exists m ∈
{0, . . . , Nb(Dk)}, jib ∈ {1, . . . , Nib(Dk)}, and job ∈ {1, . . . , Nob(Dk)} for
which Lk(i, m) < jib < Lk(i, m + 1) and Lk(o, m) < job < Lk(o, m + 1).

3. Switch a link to adjacent input If there exists m ∈
{1, . . . , Nb(Dk)} for which Lk(i, m−1) < Lk(i, m) − 1, decrement Lk(i, m).
Similarly, if Lk(i, m)+ 1<Lk(i, m+1), increment Lk(i, m).

4. Switch a link to adjacent output The process is identical to (3), except
the switch position is Lk(o, m).

Figure 6 illustrates one example from each of the aforementioned categories
of move possibilities, where Lk originates from the linkmap example of Figure
3.

Given the current linkmap, Nib(Dk), and Nbo(Dk), each set of move possibil-
ities is computed for each category. A category is selected equiprobably over the
categories with at least one move possibility, then a move is selected equiprobably
amongst the possibilities for that category.

If any move can occur with positive probability, and each of the possible
linkmaps generates a strictly valid D′

k, i.e., π(D′
k) > 0, the irreducibility of the

chain is guaranteed. Irreducibility follows via L ↔ valid D isomorphism and the
fact we may reach any linkmap from any other linkmap by removing then adding
links one by one with nonzero probability.

4.1 Results from MCMC approximate enumeration

Under identical conditions generating Figures 4-5, Figures 7-8 respectively com-
pare the MCMC vs. pure MQ initialization and exact enumeration likelihood
functions, and display the MCMC and MQ likelihoods as a fraction of total like-
lihood. We seem to obtain faster convergence upon varying K according to the
“annealing” schedule:

K(0) = 0.05

K(k) = min (1.03K(k − 1), 5.0)
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ORIGINAL

1. REMOVE A LINK

INPUT
PEAKS

OUTPUT
PEAKS

0.5 1.0 1.5 2.0 2.5

0.7 1.0 1.3 2.8

NONINTERSECTING LINK
        2. ADD A

0.5 1.0 1.5 2.0 2.5

0.7 1.0 1.3 2.8

LINK POSITION
4. SWITCH OUTPUT

0.5 1.0 1.5 2.0 2.5

0.7 1.0 1.3 2.8

0.5 1.0 1.5 2.0 2.5

0.7 1.0 1.3 2.8

0.5 1.0 1.5 2.0 2.5

0.7 1.0 1.3 2.8

LINK POSITION
3. SWITCH INPUT

Fig. 6. Categories of move possibilities

The visible dotted line in Figure 7 represents the MQ likelihood. Note that
the MQ likelihood seems close to the exact likelihood about the true f0 and
subharmonics; however, as shown in Figure 8, almost none of the likelihood is
captured for other f0. The MCMC likelihood is visually indistinguishable from
the exact result. Likelihood concentration results are summarized in Table 2.
The MCMC obtains significant computational savings at essentially no change
in the f0-likelihood function: hashing likelihood computations for previously vis-
ited descriptors obtains an average of 22.38 likelihood computations per f0, vs.
exactly 3432 computations per f0 for the brute force.

Method Average Likelihood Fraction Exceed 99% Fraction

MQ Init. only .1994 .1948

MCMC 1 - 3.1819 · 10−13 1
Table 2. Likelihood concentration of MCMC and MQ initialization
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MCMC and MQ Enumeration Results

Candidate f0 (rad) 
Li

ke
lih

oo
d0.

05
0.02 0.04 0.06 0.08 0.1 0.12 0.14
0

1

2

3

4

5

6

x 10
−4

Fig. 7. Log likelihood functions: MCMC and MQ vs. exact enumeration: 7 peaks, 2
spurious

5 Conclusions and subsequent research

We have developed a probabilistic spectral pitch estimator robust to both un-
detected harmonics and spurious peaks. Our method computes not only a pitch
estimate, but evaluates an entire likelihood surface. In other words, the un-
conditional likelihood of the STFT peak observations, P (Fbo, Abo|f0), may be
evaluated for any candidate f0 (given that the nuisance A0 has been eliminated).

Besides facilitating pitch estimation, our likelihood evaluation may comprise
a vital structural element in a hierarchical Bayesian inference for note values.
The latter proves quite useful when we wish to integrate information across
STFT frames, or exploit additional knowledge from musical structure. In figure
9, we illustrate a hypothetical Bayesian extension to melody tracking.

Here, M (t) represents a labeled semitone value (e.g., A4, C5, etc.) responsible

for generating the tth STFT frame:
(

F
(t)
bo , A

(t)
bo

)

. Our goal is to compute the

posterior of M (t) given all STFT frames: P
(

M (t)
∣

∣

∣
F

(1:T )
bo , A

(1:T )
bo

)

. By so doing,

a framewise maximization of this posterior (i.e., for each M (t)) “estimates” a
melody M̂ (1:T ) which minimizes the expected number of note errors.

The posterior inference P
(

M (t)
∣

∣

∣
F

(1:T )
bo , A

(1:T )
bo

)

is facilitated by the hidden

Markovian factorization of the joint as indicated in Figure 9:

P
(

M (1:T ), F
(1:T )
bo , A

(1:T )
bo

)

= P
(

M (1)
)

×
T
∏

t=2

P
(

M (t)
∣

∣

∣
M (t−1)

)

×
T
∏

t=1

P
(

F
(t)
bo , A

(t)
bo

∣

∣

∣
M (t)

)

(27)
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Likelihood Concentration of MCMC and MQ
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Fig. 8. Fraction of total likelihood covered by MCMC traversal
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Fig. 9. Proposed melody tracker

Given the prior P
(

M (1)
)

, the interframe dependences P
(

M (t)
∣

∣M (t−1)
)

, and

the STFT frame likelihoods P
(

F
(t)
bo , A

(t)
bo

∣

∣

∣
M (t)

)

, one may apply standard hidden

Markov model (HMM) inference strategies, for instance the forward-backward
algorithm [7], to compute the desired posterior.

The structure of interframe dependences factors across two levels: literal
frame-to-frame dependences, and dependences across note transitions. Since the
STFT frames are usually quite short, many frames may appear between note
transitions. Hence, one may exploit significant additional structure by concen-
trating P

(

M (t)
∣

∣M (t−1)
)

about the possibility M (t) = M (t−1), while main-

taining P
(

M (t) 6= M (t−1)
∣

∣M (t−1)
)

at a small but nonzero value to allow for
occasional note transitions. At the level of note transitions, the distribution
P
(

M (t)
∣

∣M (t−1)
)

given that a transition has occurred, i.e.: M (t) 6= M (t−1), may
be further restricted by specific knowledge or rules concerning melodic structure.
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Ultimately, our ability to compute the posterior P
(

M (t)
∣

∣

∣
F

(1:T )
bo , A

(1:T )
bo

)

de-

pends on our ability to evaluate frame likelihoods. Since the relation between
note number and fundamental frequency is deterministic,

P
(

F
(t)
bo , A

(t)
bo

∣

∣

∣
M (t)

)

= P
(

F
(t)
bo , A

(t)
bo

∣

∣

∣
f0

)

(28)

either our exact enumeration or MCMC traversal strategy may be used to eval-

uate the frame likelihood P
(

F
(t)
bo , A

(t)
bo

∣

∣

∣
M (t)

)

.

Such melody tracking extensions are presently under investigation. A further
extension is to generalize the frame likelihood evaluation to the multipitch case.
The latter may be embedded in a Bayesian chord recognition engine, analogously
to the manner in which our single-pitch evaluation is embedded in the proposed
melody tracker.
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Appendix: Comparison with Goldstein’s method

The probabilistic framework introduced by Goldstein [3] may be recast into a
framework similar to ours, to facilitate comparisons. Let f0, as usual, denote
the fundamental frequency. The output peaklist, denoted Fo, consists of a list of
observed peak frequencies, sorted by increasing frequency:

Fo =
{

f(o,1), . . . , f(o,No)

}

(29)

Here fo,k denotes the frequency of the kth observed peak and No is the number
of observed peaks. Let Fi, the (fictitious) template or input peaklist, be given
accordingly:

Fi =
{

f(i,1), . . . , f(i,Ni)

}

(30)
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where

f(i,k) = kf0 (31)

and Ni is the number of input peak candidates considered.
A descriptor is necessary to express linkage between input and output peaks.

Define

D = {n1, . . . , nNo
} (32)

where each nk ∈ � + signifies that the kth output peak corresponds to the nth
k

harmonic of f0. The idea is each output peak frequency, f(o,k), is a noisy obser-
vation of the input peak with frequency f(i,nk) = nkf0.

The probabilistic dependence structure is represented in Figure 10.

f0

Fo

Fi

D

Fig. 10. Equivalent probabilistic model: Goldstein’s method

As the observation f(o,k) depends only on nk and f0, given D, P (Fo|Fi)
factors into a product distribution over individual Gaussians for each peak:

P (Fo|Fi, D) =

No
∏

k=1

N
(

f(i,nk), σ2
k

)

(33)

Since f(i,nk) is deterministically generated by D and f0, (33) simplifies as follows.

P (Fo|f0, D) =

No
∏

k=1

N
(

nkf0, σ2
k

)

(34)

Noise variances
{

σ2
k

}No

k=1
are unknown and hence become nuisance parameters

for the estimation. In [3], the issue is resolved by constraining each variance to
be proportional to the corresponding input peak frequency:

σ2
k = Knkf0 (35)
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The rationale is that due to inharmonicity structure, more uncertainty is gen-
erated in the frequencies of high-number harmonics relative to the frequencies
of low-number harmonics. Hence, (34) simplifies accordingly, with K the only
remaining nuisance parameter:

P (Fo|f0, K, D) =

No
∏

k=1

N (nkf0, Knkf0) (36)

The tolerance for uncertain inharmonicity structure provided by Goldstein’s ap-
proach remains so far unaddressed by our approach. However, it seems quite
valid, and we plan to correct our distributional specification for linked output
peak frequencies along the lines of (36) in a subsequent revision.

Thanks to (36), with D fixed, it can be shown that the likelihood maximiza-

tion with respect to f0 is actually invariant to K. As a result, f̂0,D, the maximum
likelihood estimate of f0 with D fixed, obtains in closed form.

f̂0,D =

∑No

k=1

(

f(o,k)/n̂k

)2

∑No

k=1 f(o,k)/n̂k

(37)

In Goldstein’s approach [3], D, as in our approach, is treated as a nuisance pa-
rameter. While we marginalize D with respect to some prior, P (D|f0), Goldstein
includes D jointly in the likelihood maximization. Since we can maximize in any
order, the unconditional estimate of f0 obtains:

f̂0 = max
D

f̂0,D (38)

The existence of a closed form solution for f̂0 removes the need to construct a
search grid over candidate values for f0, thus drastically reducing the number of
computations necessary for the raw pitch estimate. However, the unconditional
likelihood evaluation is itself often of interest, either to express pitch disambigua-
tion, or to facilitate the Bayesian melody tracking briefly proposed in Section
5.

The maximization over D (38) induces a combinatoric explosion paralleling
that of our exact enumeration. In particular, the choice Ni = 2No requires
an identical number of descriptor candidates to be enumerated. Since each D
effectively represents a choice of No objects from Ni, the choices No = N and
Ni = 2N imply

# {D} =

(

2N

N

)

(39)

We note that (39) matches the number of descriptor candidates required by our
exact enumeration (23).

5.1 Results comparison: exact enumeration vs. Goldstein’s method

Goldstein’s method determines jointly the most likely f0 and D. To compare
against our exact enumeration in terms of qualitative aspects such as pitch dis-
ambiguation, we must be able to evaluate the likelihood of the output peaks for
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any f0. Therefore, we develop a suitable generalization of Goldstein’s method
enabling the unconditional likelihood for any f0 to be evaluated in a manner
consistent with the evaluation for the most likely f0. In the latter case, the con-
ditional likelihood given D, K is maximized with respect to D and invariant
to K. Since the invariant condition may fail for a general f0, we obtain the
unconditional likelihood for a general f0 by maximizing over D and K:

P (Fo|f0)
∆
= max

K,D
P (Fo|f0, K, D) (40)

The generalization (40) allows us to compare the unconditional likelihood
surfaces produced by Goldstein’s method against those generated by our exact
enumeration. By so doing, we may ascertain robustness under various interfer-
ence conditions. All examples utilize a 227 ms frame consisting of a 440 Hz piano
tone with −14 dB white Gaussian noise added. We take Ni = 2N0; though this
choice may seem rather contrived, it enables us to equalize computational com-
plexities across the two methods, via (39). Different interference conditions are
simulated by adjusting the noise floor threshold during peak selection.

By varying the noise floor threshold from 0.05 down to 0.0144 of the maxi-
mum STFT amplitude, from three to seven output peaks are accepted. In the
three-peak case (threshold = 0.05), no peaks are spurious. In the five-peak case
(threshold = 0.03), one low-frequency peak is spurious, and in the seven-peak
case (threshold = 0.0144), two become spurious.

In the absence of spurious peaks, Goldstein’s method exhibits impressive
performance, as Figure 11 displays. Unfortunately, as shown in Figure 12 for
the five-peak case, a single low-frequency, spurious peak may utterly destroy
the viability of the Goldstein’s f0 estimate. By contrast, our exact enumeration
maintains a viable f0 estimate even when two of seven peaks are spurious, as
under otherwise identical conditions, Figure 4 shows. Figure 13 displays corre-
sponding results for Goldstein’s method: here, no improvement is evident over
the five-peak case.

Lastly, we have shown that our MCMC approximation obtains virtually iden-
tical results to that of our exact enumeration, while significantly reducing the
computational costs induced by the traversal of descriptor states. It is plausible
that Goldstein’s method admits a similar MCMC traversal strategy, especially
when recast in the generalized likelihood evaluation framework outlined in this
Appendix. The latter investigation awaits further study.
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Goldstein Method Results, Noise Rel. Thresh = 0.05
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Fig. 11. Goldstein’s method likelihood surface: 3 peaks; 0 spurious

Goldstein Method Results, Noise Rel. Thresh = 0.03
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Fig. 12. Goldstein’s method likelihood surface: 5 peaks; 1 spurious
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Goldstein Method Results, Noise Rel. Thresh = 0.0144
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Fig. 13. Goldstein’s method likelihood surface: 7 peaks; 2 spurious


