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Abstract 
A special class of feedback delay networks using circulant matrices is proposed. These 
structures can be efficiently implemented and allow to control the time and frequency be
havior. Several applications of circulant feedback delay networks in audio signal processing 
are presented. 

1 Introduction 

In the seventies, M. A. Gerzon [1976] introduced 
feedback delay networks (FDN) as structures well 
suited for artificial reverberation. These struc
tures are characterized by a set of delay lines con
nected in a feedback loop through a 'feedback ma
trix" (see Fig. 1). 

J. Stautner and M. Puckette [1982] have uti
lized FDNs for multichannel reverberation, and 
more recently, J. M. Jot [1991, 1992] extensively 
studied FDNs and developed associated tech
niques for designing good reverberators. 

In this work, we explore some of the algebraic 
properties of FDNs and consider the use of circu
lant feedback matrices. We show how they can be 
used to reduce computational complexity and give 
good control over time-frequency behavior. An 
FDN having a circulant feedback matrix will be 
called a circulant feedback delay network (CFDN). 

In addition to reverberation applications, 
CFDNs have other uses in sound processing and 
synthesis. Examples include simulating radiat
ing structures such as instrument bodies, feedback 
resonators, and digital delay effects in live elec
tronic performance. 

2 Basic Formulation 

An FDN is built using N delay lines, each hav
ing a length in seconds given by T; = tntf, where 
T = l/Fs is the sampling period. The complete 
FDN is given by the following relations: 

N 

y(n)= X ) c , s ' ( n ) + d x(n) 
i = i 

N (1) 
«i(n + m,) = ^TaijSjtn) + 6,x(n) 

where s,(n), 1 < i < TV, are the delay-line out
puts at time sample n. If m, = 1 for each i, we 
obtain the conventional state-variable description 
of a discrete-time linear system [Kailath, 1980]. In 
the present case, the variables s,(n) form a subset 
of the system state at time n, with the remaining 
state variables being the samples contained within 
the delay lines at time n. Using the Z-transform, 
we can rewrite Eq. (1) in the frequency domain as 

Y{z) = cTS{z) + dX(z) 
S(z) = D(z)[AS(z) + b*(z) ] (2) 

where sT(z) = [si(z)... sN(z)\ , bT = [bi... bN) , 
cT — [c\...Cjv]- The diagonal matrix 
D(z) = d i a g ( z ~ m i , z ~ m i , . . . z - m * ' ) is called the 
"delay matrix" and A = [ a , j ] is called the 
"feedback matrix". 

From Eq. (2), the transfer function is easily 
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Figure 1: Order 3 Feedback delay network. 
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found to be 

H(z) = Y(z)/X(z) = cT[D(z-1) - A j ^ b + d. 

(3) 

The system poles are the solutions of either 

d e t [ A - D ( z " 1 ) ] = 0 (4) 

or 
det[*I - A f] = 0, zjtO (5) 

where A* is the state-transition matrix of the 
linear system of Eq. (2). The matrix A* is not 
uniquely determined by A, but we can express A* 
in such a way that 

A ' A 1 = d i a g ( I m i _ ! , . . . I m „ _ i , A A T ) . 

The system zeros are the solutions of 

d e t [ A - b ^ c r - D ( z - 1 ) ] = 0 (6) 
a 

The formulation of Eq. (1) represents a refer
ence structure, in the sense that, with the appro
priate choice of feedback matrix, it is a lossless 
structure. In practice, we must insert attenuation 
coefficients and filters in the feedback loop. In 
general, if one inserts a gain p, at the output of 
each delay line in the FDN, this corresponds to 
replacing D(z) with D(z/a) in Eq. (2), where 

9i = am< (7) 

In the companion paper we show the re
lationship between FDNs and waveguide net
works [Smith and Rocchesso, 1994]. The feedback 
matrix can be seen as the scattering matrix of a 
generalized waveguide junction. We are interested 
in matrices associated with lossless junctions, be
cause in these cases the signal power is conserved. 

The set of lossless matrices strictly contains 
that of unitary matrices. For instance, the scatter
ing matrix of a generic lossless waveguide junction 
is not necessarily unitary. 

It is easy to check that A is unitary if and only 
if the state transition matrix A* is unitary. It fol
lows that if A is unitary, its eigenvalues are unit 
modulus, and therefore, all of the FDN poles are 
on the unit circle. Thus, choosing a unitary feed
back matrix corresponds to choosing undamped, 
non-decaying eigenmodes for the FDN. 

Unitary matrices have nice properties in sig
nal processing. In particular, they conserve signal 
power, even under time-varying conditions, which 
helps control dynamic range requirements in fixed-
point implementations [Smith, 1987]. 

3 Circulant FDN Matrices 
Consider the class of circulant feedback matrix A, 
i.e., having the form 

' a(0) a( l ) . . . a(N-l)' 
A = a ( A ' - l ) a(0) . . . a(N-2) 

. a( l ) . . . a(0) 

The following two facts can be proved 
[Davis, 1979]: 

Fact 1: If a matrix is circulant, it is normal (i.e., 
A*A = AA*). 

Fact 2: If a matrix is circulant and has eigenval
ues on the unit circle (i.e., it is lossless), then it is 
unitary. 

It is well known that every circulant matrix is 
diagonalized by the DFT matrix. This implies 
that the eigenvalues of A can be computed by 
means of the Discrete Fourier Transform of any 
row or column: 

{A(A)} = {A(fc)} = DFT([a(0)...a(N- l ) f ) 

where {A(A)} denotes the set of all eigenvalues of 
A, and {A(fc)} denotes the set of complex DFT 
samples obtained from taking the DFT of {a(n)}. 

A matrix that is both unitary and circulant has 
all eigenvalues on the unit circle, and the DFT can 
be used to compute the eigenvalue phases. In the 
case of equal-length delay lines, the eigenvalues 
provide exactly the resonance frequencies. Con
versely, we can easily design the circulant matrix 
to have a desired distribution of eigenvalues. 

The actual presence of resonance peaks corre
sponding to eigenvalues depends on the positions 
of the zeros, as given by Eq. (6). If we are in
terested in having a maximally flat frequency re
sponse, it is natural to put the zeros exactly over 
the poles. This gives a perfectly flat response 
for equal-length delay lines, and an almost flat 
response at low frequencies for slightly different 
delay lengths. Incidentally, this distribution of ze
ros is very efficiently obtained by using d = 1, 
b T = [ 1 1 . . . 1 ] and c having n entries 
equal to 1, n entries equal to —1, and zeros for 
the remaining entries. This result is due to the 
following fact, which can be proved by Fourier di-
agonalization: 

Fact 3: Given a Circulant /VxAr matrix A, add 
a constant c to each entry of n rows (columns) and 
subtract the same constant c from each entry of 
another n rows (columns). The resultant matrix 
A' has the same eigenvalues as A. 
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4 Implementat ion 
In an N-th order FDN, the core computations con
sist of N updates of the delay lines and a matrix 
by vector multiplication. The delay line opera
tions can proceed in parallel. The matrix by vec
tor multiplication requires in general 0(N*) op
erations (multiplications and additions). If the 
matrices arise from the scattering coefficients of 
a waveguide junction, the computations reduce to 
O(N). The same order of complexity is required 
by the normalized junction. For the special case 
of a junction of equal-impedance waveguides, the 
multiplications can be replaced by shifts when Ar 

is a power of 2. In all these efficient cases the 
eigenvalues of the feedback matrix are constrained 
to be at +1 or -1 . The circulant matrix offers a 
more general eigenvalue distribution. Moreover, 
the matrix by vector multiplication can be imple
mented very efficiently in hardware. This multi
plication can be viewed as a circular convolution 
of the column vector with the first row of the ma
trix. Such a convolution can be performed, when 
TV is a power of 2, using two FFTs (one of which 
can be precomputed), a dot product between two 
JV-vectors, and an inverse FFT. The complexity 
of this algorithm is 0(N\og(N)). It is easy to 
implement this matrix-vector product in VLSI by 
means of the butterfly or other hypercubic archi
tectures [Leighton, 1992]. These architectures al
low computations of the FFT in 0(log(N)) time 
steps, and the algorithm can be pipelined. 

5 Applications 

The circulant networks has been used for various 
purposes in sound synthesis and processing. The 
initial application was artificial reverberation, but 
other useful applications can be found. 

5.1 Digital Reverberation 
A reverberator may be characterized by its fre
quency density and its time density [Jot, 1992]. 

We define the frequency density Dj as the 
number of resonances per Hertz. In our case, if 
the delay lines all have the same length m, assum
ing that all the poles are distinct and no cancella
tion occurs, we have an average frequency density 
given by 

The time density Dt is defined as the number 
of pulses per second found in the impulse response. 
In actual rooms, Dt is an increasing function of 
time. In order to obtain dense reverberation after 

the first reflections (e.g., after 80 msec), we use 
different delay lengths. 

The actual positions of frequency peaks de
pend on the feedback matrix and on the delay 
lengths. If the delay lengths are fixed, we can 
vary the time-frequency properties of the struc
ture simply by varying the distribution of eigen
values of the feedback matrix. A uniform dis
tribution of eigenvalues along the unit circle is 
optimum for the frequency response in the sense 
that it minimizes the maximum distance between 
peaks. However, it produces a highly repetitive 
time response. Conversely, clustering the eigen
values around a point on the unit circle can be 
good for maximizing the length of time patterns, 
but the clustering of frequency peaks produces 
a poor reverberator amplitude response vs. fre
quency. We see from these considerations that 
there is a time-frequency tradeoff. This tradeoff 
can be addressed using circulant matrices. 

The shape of the frequency response depends 
also on the zeros, and the discussion leading up 
to Fact 3 considers ways to choose the vectors b 
and c to obtain a flat amplitude response at low 
frequencies. 

An FDN can be interpreted as a diffusing ob
ject in a reverberant environment. Consider a 
square room as in Fig. 2. In the center of the 
room imagine an object that is the sound source, 
the listener, and a diffusing element at the same 
time. A pictorial view could be a musician listen
ing to himself and contributing with his body to 
the scattering of acoustic waves. 

Figure 2: FDN as reverberator 

Let us consider propagation of waves only in 
certain well-defined trajectories. These trajecto
ries correspond to closed paths from the source 
to itself, each involving only a small number of re
flections. Let N be the number of these differently 
shaped trajectories. 

In the interpretation, each closed ray path cor
responds to a delay line. The vector of input-
weighting coefficients b corresponds to the radia
tion strength of the sound source along each path. 
The feedback matrix corresponds to the diffusing 
characteristics of the object. For instance, the ma
trix element a i j corresponds to the energy trans
ferred from pattern j to pattern i. 

The diagonal of the feedback matrix deter-
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mines the strength of "standing waves" which set 
up along each pattern. To model the frequency 
dependent nature of specular versus diffuse reflec
tion, the matrix elements a,i7 may be replaced by 
digital niters Aij(z) in which case the diagonal 
elements would be gentle lowpass niters while the 
off-diagonal elements would tend to be highpass. 
It is possible to share lowpass filtering among all 
"standing waves" and to share highpass filtering 
among all "diffusing waves." This modeling point 
of view is limited by the fact that only Ar "closed 
ray paths" in the room are being simulated, and 
all non-specular reflections are being forced to en
ter some subset of the supported ray paths. 

A circulant matrix can be interpreted as a dif
fusing object where the transfer of energy between 
two patterns depends only on the relative position 
of the patterns (under a certain ordering). 

This physical interpretation is useful for com
puting the lengths of the delay lines, according to 
the geometrical proportions of the room and to the 
fact that each path corresponds to a normal mode. 
For this purpose, a three-dimensional model may 
be used. 

5.2 Resonators 

FDN's with short delay lines may be used to pro
duce resonances irregularly spread over frequency. 
A possible application could be the simulation of 
resonances in the body of a string instrument. 

M. Mathews and J. Kohut [1973] showed that 
in this kind of simulation, the exact position and 
height of resonances is not important; on the con
trary, they stated that the Q's of the resonances 
must be sufficiently large and the peaks must be 
sufficiently close together. 

With CFDNs we can easily achieve these goals, 
and we can vary the distribution of peaks by 
acting on the delay lengths and/or the feedback 
matrix. This means we have the possibility of 
spanning a large number of resonances using a 
small number of parameters. Another interest
ing application of CFDNs is as resonators in a 
feedback loop for pseudo-physical sound-synthesis 
techniques. By exciting these structures with 
bursts of white noise we obtain a multidimen
sional extension of the Karplus-Strong algorithm 
[Karplus and Strong, 1983], that is very effective 
for simulating membranes and bars. Alterna
tively, we can couple these resonators with non
linear exciters and explore new families of sus
tained sounds. 

6 Summary 

Feedback delay networks, and special cases using 
circulant matrices, have been discussed. We find 

that circulant networks provide good efficiency 
and versatility, and they can be used in a variety 
of applications. 

We continue to study the algebraic properties 
of circulant networks and to look for further prac
tical applications. 
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Abstrac t 

The order N feedback delay network (FDN) has been proposed for digital reverberation. Also 
proposed with similar advantages is the digital waveguide network (DWN). This paper notes 
that the FDN is isomorphic to a (normalized) waveguide network consisting of one (parallel) 
scattering junction joining N reflectively terminated brandies. This correspondence gives 
rise to new generalizations in both cases. 

The feedback delay network (FDN), depicted 
in Fig. 1, has been proposed for digital re
verberation applications (see the companion pa
per [Rocchesso and Smith, 1994] for references). 
These structures are characterized by a set of de
lay lines connected in a feedback loop through a 
"feedback matrix." 

V 

"1.1 "1.2 "1.3 
"2,1 "2.2 "2,3 
<»3.1 "3.2 "3.3 

-m, I l M 
« 2 ( " ) 

»3(" ) 
^V 

x(nj j^ri) 

Figure 1: Order 3 Feedback delay network. 

Digital waveguide networks (DWN) have also 
been proposed as a starting point for digital rever
berator development [Smith, 1985]. Like FDNs, 
DWNs make it easy to construct high-order loss
less systems. Ordinarily, the lossless prototype 
reverberator is judged for the quality of white 
noise it generates in response to an impulse signal. 
For smooth reverberation, the white noise should 
sound uniform in every respect. Subsequent intro
duction of lowpass filters into the prototype net
work (e.g., applied to junction pressure) serves to 
set the desired reverberation time vs. frequency. 

Since FDNs and DWNs appear to present very 
different approaches for constructing lossless pro
totypes, it is natural to ask what connections may 
exist between them, and whether there may be 
unique advantages of one over the other. 

Figure 2 illustrates an TV-branch DWN which 
is structurally equivalent to an 7V-th order FDN. 

The waves traveling into the junction are associ
ated with the FDN delay line outputs Si(n), and 
the length of each waveguide is half the length 
of the corresponding FDN delay line m, (since a 
traveling wave must traverse the brandi twice to 
complete a round trip from the junction to the 
termination and back). When m, is odd, we may 
replace the reflecting termination by a unit-sample 
delay, or we may define the branch medium such 
that the speed of propagation is slightly faster in 
one direction. 

»l(n + m,)Nw 4(v(n + my 

*l(") sN{n) 

¥-

Figure 2: Waveguide network consisting of a single 
scattering junction to which N branches are con
nected. The far end of each branch is terminated 
with a perfect, non-inverting reflection, indicated 
by a black dot. 

As discussed in greater detail in the compan
ion paper, the delay-line inputs (outgoing travel
ing waves) are computed by multiplying the delay-
line outputs (incoming traveling waves) by the N-
by-./V feedback matrix A = [a,j]: 

JV 

Si(n + mi) = Y^ai,jSj(n) 

The above notation coincides with that used in 
the companion paper. By defining pf = s,(n), 

mailto:jos@ccrma.stanford.edu
mailto:roc@dei.unipd.it
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p, = Si(n -f mi), and A = [<Jij], we obtain the 
more usual DWN notation 

p~ = Ap+ 

where p+ is the vector of incoming traveling-wave 
samples arriving at the junction at time n, p~ 
is the vector of outgoing traveling-wave samples 
leaving the junction at time n, and A is the scat
tering matrix associated with the junction. 

To obtain lossless FDNs, prior work has fo
cused on unitary feedback matrices. A matrix A 
is said to be unitary if A* A = I, where '*' denotes 
transposition and complex conjugation. 

Since every lossless scattering junction pro
vides a lossless FDN matrix, are all of these ma
trices unitary? The answer is immediately no: 
Unitary scattering matrices arise only in the case 
of normalized waves, e.g., pressure waves which 
are multiplied by the square-root of the wave ad
mittance of the waveguide in which they travel 
[Smith, 1987]. In such cases, the scattering ma
trix can be expressed as a Householder reflection 

A = 2 f f T / | | f | | 2 - I , where f = [v/fT, • • . , v/T^], 
and r,- is the wave admittance in the ith waveguide 
branch. Unnormalized scattering junctions can 
be expressed in the form of an "oblique" House
holder reflection A = 2 l T T / ( l T , r > - I, where 
1 T = [1, . . . ,1] and T T = [ r i , . . . , I V ] . Thus, 
p+ is reflected about 1 and scaled based on its 
"shadow" along T. From these forms, we see that 
all junctions of N physical waveguides require only 
O(N) computations and thus do not span all loss
less scattering matrices without further general
ization. What are all lossless scattering matrices? 

From basic physical principles, a scattering 
matrix is lossless if and only if the total active 
complex power is scattering-invariant, i.e., iff 

£ + * r E + = £ " * r P " 
=* A T A = T (1) 

where T is a Hermitian, positive-definite ma
trix which can be interpreted as a generalized 
junction admittance. For unitary A, we have 
r = I. In the case of N traveling pressure 
waves scattering at a "parallel" junction, we ob
tain r = d iag( r i , . . . ,Tfli). Unless all branch ad
mittances are identical, the scattering matrix is 
never unitary. In general, the Cholesky factoriza
tion r = U*U gives an upper triangular matrix U 
which converts A to a unitary matrix via similar
ity transformation: A T A = T => A*U*UA = 
U*U =» A*A = I, where A = UAU" 1 . Hence, 
the eigenvalues of every lossless scattering matrix 
lie on the unit circle. When U is diagonal, a phys
ical waveguide interpretation always exists with 
U = diag(r). A generalized waveguide interpre
tation exists for all U via "power equivalent junc
tions" [Smith, 1987] in which U acts as an ideal 

transformer (in the classical network theory sense) 
on the the vector of all ./V waveguide variables. 

It readily follows from similarity to A that A 
admits N linearly independent eigenvectors. Con
versely, assume |A| = 1 for each eigenvalue of A, 
and that there exists a matrix T of linearly inde
pendent eigenvectors of A. Then the matrix T di-
agonal izesAtogiveT - 1AT = D =$• T*A*T_* = 
D*, where D = diag(Ai,... ,Ajv). Multiplying, 
we obtain T*A*T—T"JAT = D*D = I => 
A ' T — T - ' A = T—T"1 . Thus, Eq. (1) is sat
isfied for r = x ~ * T - 1 which is Hermitian and 
positive definite. We may summarize as follows: 

Theorem: A scattering matrix (FDN feed
back matrix) A is lossless if and only if its eigen
values lie on the unit circle and its eigenvectors 
are linearly independent. 

Thus, lossless scattering matrices may be fully 
parametrized as A = T _ 1 D T , where D is any 
unit-modulus diagonal matrix, and T is any in-
vertible matrix. 

It can be quickly verified that all scattering 
matrices arising from the intersection of AT phys
ical waveguides possess one eigenvalue equal to 1 
(corresponding to all incoming waves being equal) 
and N — 1 eigenvalues equal to —1 (correspond
ing to equal incoming waves on N — 1 branches, 
and a large opposite wave on the remaining branch 
which pulls the junction pressure to zero). 

Since only a subset of all N-by-N unitary ma
trices is given by a physical junction of N digital 
waveguides, (e.g., consider permutation matrices), 
the FDN point of view yields lossless systems out
side the scope of single-junction waveguide net
works. On the other hand, since only normal
ized waveguide junctions exhibit unitary scatter
ing matrices, the DWN approach gives rise to new-
classes of lossless FDNs. Moreover, by consider
ing more than one scattering junction, the DWN 
approach suggests a far larger class of lossless net
work topologies. 
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Abstract 

Recent work has led to physical models of strings and acoustic tubes based on the digital 
waveguide, and to physical models of membranes and plates based on the 2D digital waveguide 
mesh. This paper introduces two new developments for these models which extend their 
usefulness: first, a mode-coupling filter structure based on a passive nonlinear impedance 
circuit; and second, a physical model for a piano hammer, or felt mallet, based on the wave 
decomposition of a nonlinear mass and spring system. 

1 Motivation 

Since the development of the 2D digital waveguide 
mesh to model wave propagation in membranes and 
plates [Van Duyne & Smith, 1993], it has been ev
ident that a physically accurate excitation means 
was necessary, as well as a way to convert linear 
plates into gongs and cymbals. 

1.1 Memory less Nonlinearities 

Nonlinearities, small or large, favorably affect the 
sounds of many musical instruments. In gongs 
and cymbals, nonlinearities cause the transfer of 
energy from lower frequency modes to higher fre
quency modes after the instrument has been struck. 
These nonlinearities do not generate new energy, 
only transfer it. While memoryless square-law and 
look-up table nonlinearities may be incorporated in 
computer generation of sounds, these means often 
cause system energy loss or gain, and are difficult 
to control when a range of large and small effects 
are desired. 

Almost all memoryless nonlinearities involving only 
one input signal may be put in a form where the 
nonlinear effect is handled by a look-up table, 
where the output signal is taken from a table in
dexed by the input signal. If the table contains 
a simple line of slope 1 (45 degrees), the output 
equals the input. The nonlinear effect is produced 
in accordance with how much the table deviates 
from a line of slope 1. 

While many spectral modifications can be achieved 
by memoryless nonlinearities [Rodet, 1993], energy 

conservation is out of control without additional 
amplitude tracking and/or scaling elsewhere in the 
loop. If the slope of the nonlinear look-up table 
near index zero is less than 1, low amplitude sig
nals are driven to zero in a feedback loop. If the 
slope of the table near index zero is greater that 
1, then low amplitude signals are driven to some 
higher and higher amplitude until the indexing sig
nal values reach a point in the table where table 
values drop below the line of slope 1. In addition, 
the greater the nonlinear effect,». e., the further the 
table deviates from a line of slope 1, the more trou
blesome the energy control becomes. Yet, for gongs 
and cymbals, a large nonlinear effect is required. 

To resolve this dilemma, we have approached non-
linearity through physical modeling. We have de
rived a nonlinear filter based on a real physi
cal system constructed from passive, lossless ele
ments only, namely two springs of differing stiff
ness. When such filters are connected to a 2D 
digital waveguide mesh membrane model, a nat
ural, controllable spreading of spectral energy oc
curs, and fine gong sounds may be produced. 

1.2 Striking Musical Instruments 

The musical effect of a struck string or drum is 
greatly determined by the nature of the hammer or 
mallet which strikes it. The attack transient of a 
struck instrument can be approximated by the in
jection of an appropriate, pre-computed excitation 
signal into the resonant system. However, this ex
citation method is not sufficient to cope with the 
complexities of certain real musical situations. For 
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example, when a mallet strikes an ideal membrane, 
it sinks down into it, feeling a pure resistive imped
ance. The depression induces a circular traveling 
wave outward. If the membrane were infinite, the 
waves would never return, and the mallet would 
come to rest, losing all its energy into the mem
brane. If the membrane is bounded, however, re
flected waves return to the strike point to throw 
the mallet away from the membrane. The first re
flected wave to reach the mallet may not be suf
ficiently powerful to throw the mallet all the way 
clear, or may only slow down its motion; and later 
reflected waves may finally provide the energy to 
finish the job. This complex mallet/membrane in
teraction can have very different and difficult to 
predict acoustical effects, particularly when a sec
ond or third strike occurs while the membrane is 
still in motion, such as in a drum roll. 

We have obviated these problems of system excita
tion by constructing a physically accurate model 
of the piano hammer, or felt mallet, which can 
be coupled into a waveguide string or membrane 
model. As a result, no complex set of excitation 
signals need be designed and stored. Only the cor
rect choice of physical hammer parameters must be 
specified: hammer mass, felt stiffness response, felt 
hysteresis loss, and so on. The complex interaction 
between hammer and string, or between mallet and 
membrane, falls out of the model naturally. 

2 Waveguide Review-
As a theoretical introduction to these two addi

tions to the physical modeling repertoire, we review 

the traveling wave approach used to model the dis

tributed impedance of the ideal string. 

The one-dimensional wave equation may be solved 
as the sum of two waves traveling in opposite di
rections [Morse & Ingard, 1968]. This solution has 
led to the modeling of strings and acoustic tubes 
as a pair of bi-directional delay lines, each delay 
line corresponding to one of the traveling waves. 
This structure is known as the digital waveguide 
[Smith, 1992]. The traveling waves may represent 
displacement, velocity, slope, force, or other phys
ical variables. Traveling waves are mathematical 
constructs, the actual physical values at any point 
on the string being the sum of the right- and left-
going traveling components at that point. Figure 1 
illustrates a physical variable, u, as the sum of its 
traveling components, u + and u~, at some point 
on the waveguide. 

There is a wave impedance relationship between the 
traveling components of force and velocity in the 
string, corresponding to the wave impedance rela
tion between pressure and flow in acoustic tubes, or 

DELAY LIVE 

DELAY UHE 

Figure 1: The Digital Waveguide 

voltage and current in electrical transmission lines, 
which can be written, 

f+=Rov+ and f =-RQV- (1) 

where f± and B* are the traveling wave compo
nents of force and velocity respectively, and where 
the wave impedance is ±% = \/7Ce, K being the 
constant tension on the string and e being the mass 
density per unit length. Intuitively, these equations 
say that when a force is applied transversely to a 
string, the resultant transverse velocity should be 
less for greater string mass and for greater string 
tension. The change in sign for the left-going com
ponents is due to coordinate system choice. Note 
that whether we have modeled velocity or force 
waves in our system, we may compute both phys
ical force and physical velocity at any point along 
the string from the resident traveling wave com
ponents using Equation (1) to make the change of 
variables, 

v = v+ + v- = (l/Ro)(f+-f-) (2) 

f = f+ + r=Mv+-v~) (3) 

3 A Lossless Mode Coupler 

3.1 The Physical Impedance Circuit 

Consider a string terminated by a double spring 
apparatus as shown in Figure 2. Three states of 
the system are shown in the figure: First, the lower 
spring is compressed, while the upper spring is at 
rest; second, both springs are at rest; and, third, 
the upper spring is compressed, while the lower 
spring is at rest. In effect, the spring termination 
apparatus is equivalent to a single nonlinear spring 
whose stiffness constant is k\ when the displace
ment is positive and fc2 when the displacement is 
negative. 

Now consider what is happening to the energy in 
the system. When the lower spring is compressed, 
some energy from the string is converted to poten
tial energy stored in the spring. When the lower 
spring returns to its rest state, the stored spring 
energy is entirely returned to the string, and the 
spring contains no stored energy. When the upper 
spring is then compressed, exactly the same kind of 
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3.2.1 T h e Simple Linear Spr ing 

compressed B k% 

u rcn 

urcst 

Figure 2: String Terminated with Double Spring 

energy exchange occurs. This ideal system is phys
ically passive and lossless since energy is neither 
created nor destroyed. 

If the spring stiffness constant had changed while 
stored potential energy was still in the spring, i. e., 
when one of the springs was still compressed, the 
stored energy would be scaled by the new relative 
stiffness of the spring. In this case, the stored en
ergy before the stiffness change would be different 
from the stored energy after the stiffness change, 
leading to the creation or loss of energy, possibly 
resulting in a non-passive system. In our model of 
this physical system, we must be careful to change 
the spring stiffness coefficient at the right time, to 
preserve passivity and losslessness. 

Passivity is the requirement that no energy be cre
ated by the system. When energy is created in a 
feedback loop, stability problems may ensue. We 
have specifically tried to discover a nonlinear sys
tem which is passive, and which is lossless, so the 
system loss may be decoupled from the nonlinear 
effect, and designed separately. 

3.2 Deriving the Nonlinear Filter 

We will first derive the linear spring equations, then 
terminate a string with a linear spring. FVom there 
we determine how to vary the spring stiffness ap
propriately, and investigate the way in which en
ergy spreads through the modes. 

/ - owify 
Figure 3: Simple Linear Spring System 

The force equation for the ideal linear spring shown 
in Figure 3 is, 

fit) = fex(t) df(t)/dt=kv(t) (4) 

where f(t) is the force applied on the spring, x(t) is 
the compression distance of the spring, v(t) is the 
velocity of compression, and k is the spring stiffness 
constant. 

Taking the Laplace transform, and assuming no ini
tial force on the spring, we get, 

F(s) = (k/S)V(s) (5) 

Here, k/s is the lumped impedance of the spring. 
Setting s = ju will give the frequency response of 
this system. 

3.2.2 Terminat ing a Str ing wi th a Spring 
Wave Impedance Rp 

Figure 4: String Terminated by Simple Spring 

Figure 4 shows a string terminated by a spring. As 
was suggested in Equations (2) and (3), the physi
cal force at the string termination is the sum of the 
transverse force waves on the string at that point, 
/ = fr + / / , while the physical velocity at the ter
mination is the difference between the force waves 
scaled by 1/RQ, V = ( l /J lo)( /r - fi). We may, 
therefore, re-formulate Equation (5) as a transfer 
function from Fr to Fi, 

F(s) 

Fr(s) + F,(s) 

= (k/s)V(s) (6) 
{k/s)Fr(s)-F,(s) ( ? ) 

F,(s) = 
k/s-Rp 
k/s + Ro 

Ro 

Fr(s) (8) 

The force wave transfer function is stable allpass 
since its pole is at s = —k/Rq and its zero is s = 
k/Ro, where k and Ro are defined to be positive 
real numbers. 

To move from the continuous physical system to 
the discrete digital filter, we use the conformal bi
linear transform from the s-plane to the z-plane 
[Nehari, 1952], 

a-
1 - z - l 

1 + z - l (9) 

The bilinear transform maps DC in the continuous 
system to DC in the digital system, while map
ping infinite frequency in the continuous system to 
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-//(n) 

Figure 5: The Allpass Spring Termination 

half the sampling rate, or the Nyquist frequency, in 
the digital system, a is a degree of freedom which 
may be used to control the frequency warping. It 
is usual to choose a = 2/T to obtain faithful fre
quency response at the low end of the frequency 
range. 

We apply the bilinear transform to Equation (8) to 
obtain, 

F,(z) = H{z)Fr{z) (10) 

where, 

ao+z - l k-aRo 
H(z) = - r and a0 = - =- (11) 

v ' l+a0z-1 k + aRo 

ao ranges from — 1 to 1 as k ranges from 0 to oo. 
Figure 5 shows an implementation of this spring 
termination filter. 

3.2.3 Making the Spring Nonlinear 

Since the filter coefficient, ao, represents the spring 
stiffness, we need only change ao to effect a change 
in the stiffness of the spring termination. We must, 
however, effect the change just at the point where 
the spring is at rest to preserve physical and digital 
passivity and losslessness. 

Consider the internal filter signal u(n) in the allpass 
filter implementation of H(z) shown in Figure 5. 
From the diagram, we may observe, 

/ ,(n) = a0u(n) + u ( n - l ) (12) 

u(n) = / r ( n ) - a 0 u ( n - l ) (13) 

Physical In te rpre ta t ion The actual physical 
force applied to the spring termination is equal to 
the sum of the input and output force waves, as 
defined in Equation (3). We may derive an expres
sion of the actual force on the spring, f(n), from 
(12) and (13), 

/ ( " ) = / r (n) + /,(n) (14) 

= (l + a0)[U(n) + u ( n - l ) ] (15) 

Equation (15) says that the actual physical force on 
the spring is proportional to a linearly interpolated 
value of signal u at time n — 0.5. From Equation 
(4), displacement of the spring termination is zero 
when force is zero, and f(n) is zero when u(n) + 
u(n — 1) is zero. Therefore, when u changes sign 
between times n — 1 and n, the spring displacement 

is closest to zero. This is the physically correct 
time to let the spring stiffness coefficient change 
to model the nonlinear spring termination system 
shown in Figure 2. 

Digital Interpretation The internal filter state 
signal, u(n), represents the energy stored in the fil
ter. Assuming no input signal, ». e., / r (n ) = 0, and 
some internal state value at time n = — 1, namely, 

u(—1) = «o, we may then compute the output of 
the filter caused only by this internal energy state 
value as, 

/ ,(n) = ( l - a 0
2 ) ( - o 0 ) n u o (16) 

If we change the filter coefficient, ao, it is clear that 
the internal state energy will ring out of the filter 
with a different decay rate than if the coefficient 
had not been changed. Such coefficient changes, if 
made arbitrarily, may lead to instability in a feed
back loop. However, if uo is zero or near zero, we 
change the coefficient with relative impunity, since 
the resultant discontinuity in the state energy will 
be minimal or zero. Therefore, we choose to gate 
the filter coefficient change on the sign of u(n), to 
maintain passivity in the nonlinear allpass filter. 
This method of gating the coefficient change is both 
physically correct and digitally correct. 

Implementation Figure 6 shows a digital sys
tem diagram for the nonlinear string/spring system 
of Figure 2. Note that, for convenience, we use a 
look-up table notation to show how u(n) gates the 
coefficient change; but, in general, this would be 
implemented in simple conditional logic. 

«•(+)-»] N samples of delay 
,/rW 

outpU 

S> z 
« i — < h 

$JF-
-I Lass f» 1 Dt-Mmtr 

/((«) 

Figure 6: Nonlinear String/Spring System 

Figure 13 in Section 4.2.3 shows how a gong model 
may be constructed by attaching a series of these 
passive nonlinear filters (marked "PNF" in the di
agram) to the rim of a 2D digital waveguide mesh. 

3.3 Phase Modulation Explanation 

The time-varying allpass termination filter shown 
in Figure 6 is essentially lossless and passive. How
ever, for it to be useful it must behave in the desired 
manner. That is, energy in existing resonant modes 
of the main system must be caused to spread locally 
in the spectrum to nearby modes of the system, as 
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is observed in real musical instruments. This termi
nation filter is somewhat hard to analyze strictly, 
due to its signal dependent time-variation and due 
to its inclusion in a feedback loop system. But we 
may obtain an intuitive understanding of its op
eration by considering a simpler, but non-passive, 
form. 

We have observed that the termination filter in Fig
ure 6 is a one-pole allpass filter with a time-varying 
coefficient. Consider the frequency response of an 
allpass filter of the same form with a sinusoidally 
varying coefficient taking on values between a\ and 
02. Intuitively, this filter will be performing a phase 
modulation on the input signal. We should expect 
the output of the filter to contain sidebands gener
ated by this phase modulation at multiples of the 
modulation frequency. In fact, Figure 7 shows the 
dB magnitude spectrum of the output signal of this 
filter with an input sine wave "center frequency" of 
8000Hz and a coefficient "modulating frequency" 
of 2000Hz. The resultant sidebands of the output 
signal are as expected. 

15000 20000 

Figure 7: Output dB Magnitude Spectrum from Si
nusoidally Driven Allpass Filter with Sinusoidally 
Modulated Coefficient 

If we now modulate the coefficient, ao(n), with a 
square wave, instead of a sine wave, the output 
signal spectrum of the filter will contain greater 
emphasis in the odd sidebands than a simple sinu
soidally modulated filter, due to the odd harmonics 
in the square wave coefficient modulation signal. 

In the passive nonlinear filter form of Figure 6, 
where the coefficient change is controlled by the 
change in sign of the internal signal, u(n), we have 
a modulating signal which is quasi-square wave, in 
that it flips between two distinct values, and it has a 
"fundamental" frequency related to the input sig
nal to the filter, since u(n) is just a highpassed 
version of the input signal, / r (n ) , as indicated in 
Equation (13). The filter output signal will there
fore contain sidebands corresponding to sum and 
difference frequencies of the input signal, generally 
grouping near frequencies in the input signal. 

For coupling to occur in the resonant system, the 
sidebands produced by the modulated allpass filter 
must fall on supported modes of the system. When 

Figure 8: Evolving Spectrum from Nonlinear Loop 

a sideband coincides with a supported mode, that 
mode will be driven by the energy from the appro
priate sideband. Energy from sidebands which do 
not fall on supported modes will not drive any par
ticular mode and will simply be absorbed back into 
the system. Since the passive nonlinear filter pro
duces sum and difference frequencies of the input 
signal, we can expect that at least some of the main 
system modes will be hit and energy spreading will 
occur. Figure 8 shows a spectrogram of the grad
ual energy spreading of a waveguide string system 
terminated with a passive nonlinear filter such as 
that shown in Figure 6. The rate of spreading, and 
the spectral region where it is most active, may be 
controlled by the choice of aL and 02. 

4 The Wave Digital Hammer 

4.1 The Physical Hammer Model 

We follow [Chaigne & Askenfelt, 1994] in viewing 
the piano hammer, or felt mallet, as a nonlinear 
mass and spring system, the spring representing 
the felt portion of the hammer or mallet. Since the 
felt is very compliant when the mallet is just barely 
touching the membrane, yet very stiff when fully 
compressed, we must use a nonlinear spring in the 
model, whose stiffness "constant" varies with felt 
compression. 

4.2 Derivation of the Digital System 

In deriving the wave digital hammer filter, we first 
make a wave decomposition of the linear mass and 
spring system, then attach it to a waveguide string 
or membrane model via a scattering junction, find 
a method to vary felt stiffness with compression, 
and finally account for hysteresis loss in the felt. 

4.2.1 The Mass and Spring System 

First we consider a linear mass and spring system, 
as shown in Figure 9. We wish to define the equa
tions of motion for a mass and spring system driven 
at the spring end by an external force, where the 
mass has an initial velocity at time zero. Since the 
mass and spring are in parallel, we may observe 
that the driving point force applied to the left side 
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Figure 9: Mass and Spring Force Diagram 

of the spring, / , is equally applied to the spring 
and to the mass, 

/ = /* = /» (17) 

Also, the driving point velocity, v, is equal to the 
sum of the spring compression velocity and the 
mass velocity, 

v = vk + vm (18) 

We have already discussed the spring system, and 
can find an expression for Vjt(s) by rewriting Equa
tion (5), 

Vk(s) = (s/k)Fk(s) (19) 

We may find an expression for V'm(s) by taking the 
Laplace transform of, 

fm(t) = m^P--mv0S(t) (20) 

where mvoS(t) represents an initial momentum im
pulse setting the mass in motion at velocity t»o. 

Combining Equations (17), (18), and (19) with the 
Laplace transform of Equation (20), we compute 
the driving point admittance relation for the mass 
and spring system in Figure 9, 

V(5) = Vk(s) + Vm(s) (21) 

K ms s 

- ( ^ ) ™ + 7 <23> 
The admittance function, (s2 + k/m)/ks, is the 
steady state response of this second-order system. 
Note the admittance zeros are at ±jy/k/m, and 
the system oscillates at that frequency. The uo/s 
term represents the transient effect of the time zero 
momentum impulse on the mass. 

4.2.2 Traveling Wave Decomposition of the 
Lumped System 

It is possible to define wave variables for lumped 
impedances in a manner analogous to distributed 
systems [Kuo, 1966] [Fettweis, 1986]. We may de
fine / • fin 4- / o u , , where /*„ is viewed as a 
force wave traveling into the impedance, and /ou< is 
viewed as a force wave traveling out of the imped
ance. Similarly, we may define t; = Vi„+vouj. In the 
distributed case, waves actually travel a distance 
over time; and there is a wave impedance relation 

yw-tyr t 
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Figure 10: The Wave Digital Mass and Spring 

between the force and velocity waves traveling in 
the same direction determined by the parameters 
of the medium in which the waves are traveling. In 
the lumped case, the waves may only be understood 
to be traveling instantaneously; and the waves are 
not traveling in any particular medium. However, 
we may still define an arbitrary reference imped
ance, Rn, and obtain a wave impedance relation 
between force and velocity waves, 

Fin = RhVin Fgut = — RhVc out (24) 

Note that Rh is truly arbitrary. We will make good 
use of this fact later on. Making the change of 
variables from F and V to Vj„ and Vout, we obtain a 
velocity wave transfer function from Equation (23), 

s2 -(k/Rh)s+k/m 
s2 + (k/Rh)s + k/m 

v0k/Rh 

Vin 

+ s2 + (k/Rh)s + k/m 
(25) 

To move to the digital domain, we apply the bi
linear transform (9), and band limit the continu
ous time impulse function mapping S(t) —¥ 6(n)/T, 
to obtain a second-order digital transfer function. 
With a careful choice of the arbitrary reference im
pedance, 

Rh = -?£L. (26) 
ma2 +k 

a unit of delay may be factored out of the second-
order transfer function. The result is the efficient 
digital system shown in Figure 10 defined by, 

Vout(z) = z-lH{z)Vin{z) + G(z) vo (27) 

where, 

H(z) = a0 + z - l 

1+aoz-1 

G{2) = [w) 1 + o.z-' 
with ao defined as, 

k — ma2 

ao = k + ma2 

(28) 

(29) 

(30) 

Combining Equations (26) and (30), we may arrive 
at a simple relationship between Rh and ao, 

Rh = — ( l + ao) (31) 
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Figure 11: String Loaded with Mass and Spring 

4.2.3 Scattering Junction Connection 

The next step is to connect the mass and spring 
system to a string, as shown in Figure 11. Since 
we have decomposed the lumped mass and spring 
system into traveling waves, and have picked an 
associated wave impedance, /?/,, we may join the 
system to the string system at a lossless 3-port 
scattering junction as shown in Figure 12. 

—*czẑ  ."LA V 

Figure 12: Attaching the Wave Digital Hammer 

We define vout = Vh+ and t>,„ = Vh~, as was shown 
in Figure 10, so that traveling wave signals enter
ing the scattering junction are superscripted with 
a plus sign, and traveling wave signals leaving the 
junction are superscripted with a minus sign. At 
the junction point where the mass and spring sys
tem connects to the string, the velocity of both 
sides of the string, t>i and t>2, and the driving point 
velocity of the spring, i>/,, must all equal vj, the 
junction velocity, 

* | s « | s v | l vj (32) 

vi++vr = v2+ + v2- =vh
+ + vh~ (33) 

In addition, the sum of the forces exerted by the 
string halves and the mass and spring at that point 
must be zero, since it is a massless point, 

h + h + h = fj = 0 (34) 

h+ + h~ + h+ + h~ + h+ + h~=0 (35) 

Combining these two series junction constraints, 
(32) and (34), with the wave variable definitions, 
(2) and (3), and wave impedance relations, (1), we 
can derive the lossless scattering equations for the 
interconnection of the wave decomposed mass and 
spring with the string halves, 

2(R»vi+ + Rov2
+ + Rhvh+) ,„ c x 

2Ro + Rh 

V\~ = VJ — Vi + 

V2~ = Vj — V2+ 

Vh~ = Vj-Vh + 

Vou; 

(37) 

(38) 
(39) 

These equations say that, as a wave is coming into 
a junction, some portion of the wave reflects off 
the junction and travels back where it came from, 
while the rest of it travels into the junction and 
is divided among the other outgoing waves. The 
relative proportions of this scattering effect is de
pendent only on the relative wave impedances of 
the interconnected elements. 

Figure 13 shows how the mass and spring system 
may be attached to a 2D digital waveguide mesh 
[Van Duyne & Smith, 1993]. Junctions marked J 
are lossless 4-port junctions. The mass and spring 
system is attached at the 5-port scattering junc
tion marked S. Equations (36) through (39) must 
be modified appropriately to compute the 5-port 
junction. 

Figure 13: Attaching the Wave Digital Hammer to 
a 2D Digital Waveguide Mesh 

4.2.4 Making the Felt Nonlinear 

Now, to convert our string loaded with a mass and 
spring to a string being hit with a felt hammer, 
we must cope with the nonlinearity of the spring 
"constant". k(xk) depends on the compression dis
tance, I*, of the felt. Fortunately we have signals 
lying around in the mass spring loop which can give 
us this distance directly. In general, fk = kxk or 
z/t = fk/k for a spring system. If we can find the 
force being applied to the spring, we may divide it 
by k to obtain the compression distance. But, the 
driving point force on the mass and spring system 
of Figure 9 is equal to the compression force on the 
spring alone. Hence, 

xk = (l/k)(fh-+ fh
+) (40) 

= (Rh/k)(vh--vh+) (41) 
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Rh/k in Equation (41) may be rewritten in terms of 
a0 by combining Equations (26) and (30), to obtain 

*k = ^-(vh--vh
+) (42) 

With this final piece of the puzzle, we can complete 
lossless wave digital hammer system as shown in 
Figure 14. 

vw-

V(«)-

S)*^^^©^ 
Figure 14: The Wave Digital Hammer 

4.2.5 T h e Comple te Digital System 

Referring to Figure 14, the system loop contain
ing S, H, and one unit of delay, z - 1 , performs the 
essential mass and spring modeling. S is the scat
tering junction defined by Equations (36) through 
(39). H is the time-varying allpass filter defined by 
Equation (28). This loop oscillates at an instanta
neous frequency of arccos(—ao(n)) and models the 
second-order mass and spring system. Incidentally, 
if the computation of S is replaced with, 

Vh (n) = -vh
+(n), (43) 

which is physically equivalent to replacing the 
string or membrane portion of the system with a 
rigid wall, then the S—z~l—H loop stands alone 
as an efficient, one-multiply oscillator. 

G is the modified integrator defined by Equation 
(29) which integrates the incoming initial hammer 
velocity impulse signal taking into account the wave 
decomposition and the nonlinear effects of the ham
mer felt. Signal t»3(n) is a combination of the ve
locity waves traveling in the hammer system which 
represents a normalized force of compression on the 
hammer felt. X computes the actual felt compres
sion according to Equation (42), taking advantage 
of the fact that the force of compression on the felt 
is instantaneously proportional to the felt compres
sion. K is a look-up table for the stiffness coeffi
cient, ao(n), indexed by felt compression. R com
putes the effective wave impedance of the hammer 
system from oo according to Equation (31). Note 
that Rh{n) is zero when the hammer is not touch
ing the string, which means that there is no effect 
on the rest of the system when the hammer is not 

in contact with the string. As the hammer felt 
compresses, Rh(n) ramps up, representing the in
creased impedance of the compressed felt on the 
string. 

4.2.6 Modeling Hysteresis Loss in the Felt 

In Figure 14, L computes a small offset of the in
dexing signal for K which models loss in the felt. 
It should generally be of the form, 

«s(n) = C(#*(f»))(#»(ft) - xfc(n - 1)) (44) 

where x*(n) — Xk(n — 1) represents the velocity of 
felt compression. This may be understood intu
itively as a direct implementation of hysteresis by 
realizing that a resistive loss in the felt will cause 
the felt to feel stiffer when being compressed and 
to feel less stiff when decompressing. The springi
ness of the felt is proportional to the felt compres
sion, whereas the effect of loss is in the direction 
opposite to the direction of movement. Therefore, 
Equation (44) offsets the index to the stiffness look
up table, K, such that, when the felt is compress
ing, the spring "constant" is greater, and when the 
felt is relaxing, the spring "constant" is smaller. 
e(xic) should ideally be zero when the hammer is 
not in contact with the string and should ramp up 
smoothly from zero as felt compression increases. 
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Abstract 
Adding allpass filtering to a delay line loop can introduce inharmonicity into the resonant loop 
modes. We propose a simplified filter design method to match loop modes to measured stiff 
string partial frequencies with a set of cascaded multiply-free one-pole allpass filters. This digital 
structure corresponds physically to terminating a distributed string model with a non-uniform 
lumped mass and spring transmission line chain. Promising results are demonstrated in re-tuning 
modes on the 2D digital waveguide mesh as well. 

1 Current Methods 

The use of allpass filtering to introduce disper
sion into feedback delay loops has been known 
for some time [Jaffe & Smith, 1983]. Recently, 
[Paladin & Rocchesso, 1992] have been able to gen
erate excellent stiff string sounds on the MARS 
workstation in real-time using a group delay based 
analysis approach to the stiff string equation (1), 
and using one of the allpass filter design meth
ods in the literature such as that proposed by 
[Yegnanarayana, 1982] to find allpass filter coeffi
cients for a desired group delay response. However, 
the order of allpass filters found by these meth
ods can become large, requiring a fair amount of 
computation; and finding the coefficients requires 
a sophisticated filter design algorithm. 

We propose here a simplified approach to the filter 
design, building up allpass filters out of one-pole 
blocks. These filters are designed to be multiply-
free when implemented directly in hardware by 
virtue of choosing a coefficient which may be com
puted with a binary shift and at most one add. 

2 The Stiff String 

The equation of the stiff string may be written as 
[Morse & Ingard, 1968], 

This equation differs from the ideal flexible string 
equation in that a fourth-order term is introduced 
causing the string to behave more like a bar as it 
gets stiffer. For our purposes, we need not solve 

this equation, only appreciate how stiffness affects 
the tuning of the string modes. In the ideal flexi
ble string case, the modes are harmonically related. 
We can say, 

p(") = n/o (2) 

where /o is the fundamental frequency, n is the 
harmonic number, and p(n) is the frequency of the 
n t h harmonic. For the stiff string, however, higher 
spatial frequencies travel faster than lower spatial 
frequencies, causing the higher partials to become 
farther apart than the lower. The partial frequen
cies may be approximated as, 

p(n) &n(a + /?n2) (3) 

[Morse & Ingard, 1968], where /? is a small inhar
monicity factor, and the fundamental frequency is 
p(l) = a + /?. As n gets large, and higher order 
terms come into play, this approximation breaks 
down. From Equation (3), we can say that the fre
quency separation between the partials, <S(po), at 
some point in the spectrum, po, is approximately, 

S(po) = Pino + .5) - p(n0 - .5) « p'^) (4) 

where po = p(«o)- The rate at which the partial 
frequency separation changes per unit of spectrum 
height, i. e., the rate of stretching at a given spec
tral frequency, p 0 , may be defined as the derivative 
of 5 with respect to po, 

5'(po) = d£= (dSX[dn%\ m p"(n0) 
dpo \dnoJ\dpoJ p'(n0) 

(5) 

Figure 1 shows a plot of the rate of stretching, S', 
for a hypothetical low AO piano string with a rea
sonable inharmonicity factor of /? = .001 assumed, 
and partial frequencies defined as, 

P^o(n) = n (27.499 + -OOln2) (6) 

file:///dnoJ/dpoJ
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If the value of S' were constant at .01, the separa
tion between adjacent partials would increase at the 
rate of 10Hz per kHz of spectrum. At the funda
mental, the partials would be about 27.5Hz apart; 
at 1000Hz they would be about 37.5Hz apart, and 
so on. Actually, the plot shows that the rate of 
stretching is not flat. Rather, it ramps up from 
zero (rate of zero meaning the partials are exactly 
harmonic), reaches a maximum, and drops slowly 
as we get higher into the spectrum. It is this qual
itative shape of the rate of stretching curve which 
leads us to model dispersion in stiff strings with 
cascaded one-pole allpass filters. 

.005 

10kHz 
Po-

20kHz 

Figure 1: Rate of Stretching for Hypothetical A0 

3 The One-Pole Allpass 

The one-pole digital allpass filter may be defined 
by its difference equation, 

y(n) = aoz(n) + z(n-l)-a0y(n-l) (7) 

where z(n) is its input signal and t/(n) is its output 
signal, or by its Z-transform, 

H{Z) i ^±± w l+a0z 

- l 

- l (8) 

We take the coefficient, ao, to be a real number be
tween — 1 and 1. The frequency response of this fil
ter is obtained by replacing z with e-,wT, where u> is 
the radian frequency and T = 1 / / , is the sampling 
interval. The magnitude response, \H{e>uT)\, is al
ways 1; therefore, we may re-write the frequency 
response in the following polar form, 

H(ejuT) = e J > ( w T ) 
(9) 

where the phase response is 0(wT) = lH(ei<jT). 

We may derive an analytic expression for the phase 
response, 

<j>(uT) = arctan 

= arctan 

lm{H(e>uT)} 
Re{H(e>»T)} 

(q0
2 - l ) s i n a ; r 

2a0 + (a0
2 + l)coswT 

(10) 

(11) 

where the arc tangent function has been unwrapped. 
Since we restrict w to positive frequencies, we can 

^ = 0.8 

Figure 2: Phase Response of One-Pole Allpass 

unwrap the values of the usual computer generated 
arc tangent function by subtracting n whenever the 
arctan function is positive. Figure 2 shows overlaid 
plots of <t>(uT) for values of a0 ranging from —0.8 
to 0.8. 

4 The Dispersive Delay Loop 

H» 

Figure 3: Dispersive Delay Loop System 

A resonant loop consisting of a length N delay line 
and a block of M cascaded one-pole allpass filters is 
shown in Figure 3. The transfer function one time 
around the loop is, 

L(z) i z~NH(z) \ht (12) 

We compute the phase response of L to be, 

6(uT) = LL{e'uT) = -NuT + M<f>{uT) (13) 

For frequency ui-T to be supported on this loop, 
9{ukT) must equal —fc27r, for some positive integer 
k. In fact, k = 1 implies a>tT is the fundamental, 
k = 2 implies wtT is the second partial, and so 
forth. Figure 4 compares the supported modes for 
a loop of the form Z~^N+M^ with a loop of the form 
z~NH(z)M, where JV = 8, M = 1, and a0 = - 0 .8 . 
The u>,T are the harmonics of the pure delay loop, 
and the w,T are the inharmonic partials of the delay 
plus allpass loop. 

Comparing the t2),T with the w,T, it seems clear 
that u\T is less than wjT, that the spacing between 
wiT and u^T is about the same as that between 

Figure 4: Modes on z~NH vs. Modes on z~(N+l) 
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u\T and u^T, and that the spacing between (I^T 
and W3T is greater than that between u^T and W3T. 
This means that the w,T are stretching partials. In 
general, the choice of ao negative will produce a 
stretching in the resonant modes of the loop. The 
more negative it is, the more the stretching will be, 
at least in the lower frequency range. 

We can make a qualitative comparison between 
the kind of stretching in the delay line loop with 
that found in stiff strings by computing a rate of 
stretching function for the digital loop. We derive 
Se(u>kT) = -27r/e'(wfcT) to be the separation be
tween partials on the loop at a particular point in 
the normalized frequency spectrum, w/tT, where uik 
is the kth partial frequency in radians per second. 
The rate of partial stretching per unit of spectrum 
on the digital loop is the derivative of Se with re
spect to wjfcT, 

C 'tu, T\ «J"("*T) (14) 

Figure 5 shows a plot of S$' with TV = 8, M = 1, 
and ao = —0.25. Comparing the physical rate of 
stretching, S', in Figure 1 with the digital loop rate 
of stretching, Se', one can see a qualitative corre
spondence: each plot ramps up from zero, reaches 
a maximum, then falls off. If we choose N, M, and 
ao well, we can approximate partials of a real stiff 
string. 

Figure 5: Stretching of Partials on a Delay Loop 

Fitting Loop Parameters to 
Measured Data 

partial frequencies on the loop be held constant. 
The necessary value for TV may be computed as, 

N = 
2irn0 + M4>(2np(n0)T) 

2np(n0)T 
(15) 

Choosing no = 1 holds the fundamental fixed. In 
the case of missing data, or in the case of very low 
piano strings, where the perceived pitch is more 
a function of the partials an octave or two above 
the fundamental, it may be desirable to hold some 
other partial fixed. 

Assume that we have a set of partial frequency mea
surements, pi = p(n,-), for a set of partial indices, 
n,-. Given ao, we can compute the apparent partial 
number, ng(ni), on the delay line loop for each of 
the measured partial frequencies, p(n,), 

n$(m) = 6(2irp(ni)T)/(-2n) (16) 

and compare it to the actual partial number for 
that frequency, n,. If the digital loop is a perfect 
match for the data, then ne(n,-) will equal n,-. If 
not, we can nonetheless minimize a least sum of 
squares error function, 

£(M) = £(n,(»,-)-n,02 
(17) 

As an example, we measured the first 22 partial 
frequencies of a recorded E2 piano tone. Choos
ing ao = —.75, we obtained the best fit parame
ters, M = 2 and N = 255. Figure 6 plots the dif
ference between the apparent partial index on the 
digital loop, n$(m), and the actual partial index 
for each of the measured partial frequencies, n,-, for 
values of M from 0 (no allpass filters) to 5 (five all-
pass filters). It is fairly clear from the figure that 
M = 2 is a good choice. That is, we need only 
two allpass filters, with coefficient ao = —.75. If we 
choose ao = —.5, similar analysis leads to a choice 
of N = 221 and M = 16. In this case, the 16 all-
pass filters can be implemented in parallel bucket-
brigade hardware if z~221H16 is re-formulated as 
2-205 ^z-i fj^ ^ double buffering the allpass filters. 

To design a resonant loop of the form z~NHM, we 
must find a good ao, M, and N. We reduce the 
field of search by requiring that the filter coeffi
cient, ao, be a power of 2, or 1 minus a power of 
2, so that the multiply may be implemented effi
ciently in hardware as a binary shift plus at most 
one addition. Coefficients closer to zero provide 
the most even stretching of partials, but the num
ber of allpasses needed will be greater; whereas, 
coefficients closer to —1 will necessitate less filters 
in the loop, but the effect will be biased in favor of 
stretching at the lower frequencies. We can elimi
nate N as a variable by requiring that one of the 

n$(ri)" " 

0.75 

A/ = 0 

M=l 0.25 
^f=2 

A/ = 3 
0.25 

M = 4 

Figure 6: Approximating Measured Data 
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6 Physical Interpreta t ion 7 Dispersion in Plates 

A detailed treatment of allpass modeling of dis
persion in the two-dimensional case is not possi
ble here. However, much as in stiff strings, the 
higher frequencies in stiff membranes travel faster 
than lower frequencies, causing a "stretching" of 
the modes. Figure 8 illustrates the spectral effect 
of terminating a 10 x 10 2D digital waveguide mesh 
[Van Duyne & Smith, 1993] with single allpass fil
ters around the rim. The six plots in the figure 
have been scaled horizontally to align the de-tuned 
fundamental mode in each case so that the mode 
stretching effect for various choices of allpass coef
ficient, ao, is clarified. Since the 2D mesh is de
signed for parallel multiply-free hardware imple
mentation, our simplified multiply-free allpass ap
proach is ideally suited to it. 

Figure 7: Mass/Spring Chain String Terminations 

A delay line loop with a one-pole allpass filter in 
it may be interpreted as an ideal string terminated 
with an ideal spring, as is shown in Figure 7 for the 
M = 1 case [Van Duyne, Pierce & Smith, 1994]. 
The loop computes traveling force waves, where 
the allpass filter is a transfer function from the 
right-going force wave, F+, to the left-going force 
wave, F~, at the spring termination. Given an ar
bitrary termination impedance, F(s)/V(s) — R(s), 
the force wave transfer function is, 

(18) El i?(s) - flo 
F+ ~ R(s) + Ro 

where Ro is the wave impedance of the string, 
which is the geometric mean of its tension and 
mass density. When two transfer functions cor
responding to two termination impedances, i?i(s) 
and R2(s), are cascaded in the loop, we find, 

F+ \R1 + Ro)\R2 + Ro) R + Ro [ ' 

where, 

(20) 
F - _ R\R2 + Ro 
V~ ~ R1+R2 

Hence, comparing Equations (18) and (20), we 
see that the physical termination impedance ac
tually modeled by the two cascaded wave transfer 
functions is R(s). Using a similar analysis proce
dure, we may derive the physical string termination 
impedances for the cascaded digital allpass filters, 
HM, described earlier. 

H1 =* ki/s (21) 

H2 =*• m1s + k2/s (22) 

H3 = » {k3/s)\\(m2s + k4/s) (23) 

H4 = * m3s + ((k3/s)\\(m4s + k6/s)) (24) 

where a||6 = ab/(a + b) is a parallel connection of 
two elements, and all the spring stiffness constants, 
ki, and masses, m,-, are dependent on fci and the 
string wave impedance, Ro. The physical meanings 
of these termination impedances are illustrated in 
Figure 7. We conclude that a delay loop with cas
caded one-pole allpass filters corresponds to a dis
tributed transmission line string model extended 
by a non-uniform lumped transmission line model 
of chained masses and springs. 

0 K/4 xTi 3*4 * 

HillilAliliiliiniitir.-.Tri fl°=0 

H tltli4ilrfftii4ii(rHl H»., 0 -°=-,M 

Hilllll i l lffli i i imttii.ii ao=-25 

tifMtiijtiiitiiuii.i.i, - - J 

llillilllllli!iilliiftUii.lJliii.,n',0=-75 

•• !,-, ^,=-^875 

0 »4 «2 3»4 X 
a>T— 

Figure 8: Stretching Modes on the Mesh 

References 

[Jaffe & Smith, 1983] D. Jaffe and J. Smith. Ex
tension of the Karplus-Strong plucked string al
gorithm. CM J 7 (2), 43-45. 

[Paladin & Rocchesso, 1992] A. Paladin and D. 
Rocchesso. A dispersive resonator in real time 
on MARS Workstation. Proc. ICMC, San Jose. 

[Morse & Ingard, 1968] P. Morse and K. Ingard. 
Theoretical Acoustics. McGraw-Hill, New York. 

[Van Duyne, Pierce & Smith, 1994] S. Van Duyne, 
J. Pierce, and J. Smith. Traveling wave imple
mentation of a lossless mode-coupling filter and 
the wave digital hammer. Elsewhere in these pro
ceedings. 

[Van Duyne k Smith, 1993] S. Van Duyne and J. 
Smith. Physical modeling with the 2-D digital 
waveguide mesh. Proc. ICMC, Tokyo. 

[Yegnanarayana, 1982] B. Yegnanarayana. Design 
of recursive group—delay filters by autoregressive 
modeling. IEEE Trans, of Acoust. Sp. and Sig. 
Proc. ASSP-30 , 632-637. 



-19-

On the Use of Schrodinger's Equation in the Analytic 
Determination of Horn Reflectance 

David Berners and Julius 0. Smith III 

Center for Computer Research in Music and Acoustics (CCRMA) 
Stanford University Stanford, CA 94305 

Abstract 
The flared horn is modeled assuming that Webster's horn equation is satisfied. Any shape 
can be assumed for the wavefront within the horn. This paper presents a technique for 
solving Webster's horn equation as follows: The equation is converted to the form of the 
Schrodinger wave equation used for one-dimensional particle scattering. The horn character
istics can then be obtained directly in terms of the reflection and transmission coefficients. 

1 Introduction 

For computational efficiency, waveguide models 
of brass and wind instruments are typically im
plemented in one dimension. For this reason it 
is relevant to study the acoustic properties of 
a musical horn considering only one-parameter 
waves. For the flared bore, it has been shown 
in [Putland, 1993] that no one-parameter travel
ing wave solution exists. This results in a dis
tributed reflectance. In waveguide synthesis, it 
is thus efficient to separate a horn into cylindri
cal and flared sections. A delay line models the 
propagation along the cylindrical section while a 
lumped filter is used to characterize the reflection 
and transmission characteristics of the flared sec
tion. The properties of the lumped filter are crit
ical in determining the resonances of the model; 
the phase response of the reflection filter influ
ences the resonance frequencies, and the magni
tude of the reflection filter affects the strengths of 
the resonances. 

The classic one-dimensional mathematical 
model for characterizing the flared bore is Web
ster's equation. Section 2 of this paper will re
view Webster's equation and the conditions under 
which it is valid. Section 3 will examine piecewise 
modeling of the flared bore using conical sections. 
Section 4 will propose a direct method for solv
ing Webster's equation in the discrete domain by 
means of a coordinate transformation. In section 
5, results of the two modeling methods will be 
compared. 

2 Webster's Equation 

Webster's equation models the propagation of 
pressure waves in a horn assuming that no trans

verse modes exist. Under this assumption any 
point within the horn falls on some isophase 
surface which spans the cross section of the 
horn and over which pressure is constant. The 
derivation of Webster's equation carried out in 
[Benade and Jansson, 1974] is exceptionally illu
minating and we will follow it here. Figure 1 shows 
a volume of gas within a flared horn. The vol
ume is bounded by the walls of the horn and two 
isophase surfaces of the pressure wave. Since the 
pressure is constant along the isophase surface, the 
motion of the gas will be perpendicular to the sur
face. On the horn axis the nominal boundaries of 
the volume of interest are separated by dz. Due 
to wave propagation the surfaces will be displaced 

by COM)-

HomWaH A \ 
/ \ ' Jso-Phase Surtace 

. - - - - ' j ' ' Horn Axis 

Trailing Edge Leading Edge 

Figure 1: The Flared Horn 
In the case of the flared horn, different isophase 

surfaces will not be parallel. Since the distance be
tween isophase surfaces will be dependent upon 
the radial coordinate (which measures distance 
from the bell axis), particles at different radial 
positions will move different distances. For this 
case C, which must be a one parameter function 
in space, will be an averaged value over the cross 
section of the horn. S(z) is defined as the sur-
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face area of the isophase surface which crosses the 
horn axis at z. The change from nominal volume 
for the section of gas is 

dV = dz^-(SC) (1) 

Assuming that pressure is constant within the vol
ume and that there is no change in temperature we 
can compute the change in pressure by the ideal 
gas law: 

P<*> = - § £ < * ) (2) 

where B is the bulk modulus of the gas. Newton's 
second law gives the acceleration of the volume of 
gas due to pressure variation along z: 

**£-£*• (3) 

Substituting (3) into (2) gives Webster's equa
tion for a constant bulk modulus: 

d2p l_dSdp 
6z2 + Sdzdz 

(4) 
1 S*p 

c2dt2 

where c2 = B/p. 
The only assumption which has been made is 

that the wave is a function of one parameter. No 
further assumption is made about the shape of the 
isophase surfaces. Plane waves, spherical waves, 
or other wavefront shapes can be assumed within 
the framework of Webster's equation. 

3 Piecewise Modeling 

For the conical and cylindrical waveguide, ex
act analytic traveling wave solutions are known. 
These can be derived by Webster's equation or by 
solving the wave equation directly. Since these so
lutions exist, it is natural to consider using cylin
drical or conical elements in a piecewise fash
ion to model the flared horn, and this has been 
done successfully in (Plitnik and Strong, 1979], 
[Causse, Kergomard and Lurton, 1984]. For the 
piecewise model, wave propagation within each 
segment is known, and what remains is to find 
the scattering at the junctions between segments. 
Figure 2 shows a junction between two conical sec
tions. Si is the surface area of the bounding spher
ical cap on the large end of the left segment. 52 is 
the area of the cap on the small end of the right 
segment. 

The solution for the pressure wave traveling 
within a cone is 

P + ( 0 = **«" (5) 

where £ is the distance from the apex of the cone. 
This solution makes intuitive sense, as the total 
energy of the wave at any position is p2£2. The 

Figure 2: Conical Scattering Junction 

solution p proportional to l/£ gives a constant en
ergy flow at every point along the cone. 

There are two boundary conditions at each 
junction which lead to the scattering relations. 
The first is that pressure is continuous across the 
junction. The second is that flow is conserved, 
which guarantees conservation of mass. The rela
tion between pressure and flow is defined by New
ton's second law which in this context is stated 
as 

(6) 
du _ 1 dp 
~di ™ ~~p\Tz 

This can be found in [Morse, 1936] or in most any 
other text on acoustics. From this relation we can 
determine the impedance of the cone: 

7 - £ - pc (7) 

The scattering properties can be defined in 
terms of any two traveling or physical wave vari
ables; for waveguide synthesis applications, it is 
convenient to use p+and p~ traveling waves. In 
the figure Ai and B\ are right and left going pres
sure waves in the first segment, and Ai and B2 

are the right and left going pressure waves in the 
second segment. In terms of these variables the 
scattering relations are 

A\e \ki + Bie-
ik** =A2e

ik! + B2e~ 

A\e ikzi Bxe — \kz\ A2e' t«a B2e ikz2 

zi Z\ 

(8) 

(9) 

where z\ and z2 are the points at which S\ and 52 
cross the horn axis. 

This pair of equations gives the lossless 
version of the scattering matrices used in 
[Causse, Kergomard and Lurton, 1984]. For the 
vector [p -I- p—] the scattering matrix can be writ
ten 

Pt 
Pi J 

= A, Pt 
L Pi 

(10) 
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where 

A, = 
z. z;+Z3rik(z,-z,) z. z;-z:-ik(z,+z,) 
Zi Zi+zic z: z,+z'c 

z; z,-z, ik(z,+z,) z, z>+z, r-ikiZ-,-z<) 
Z7 Zi + Z[e z- " 

For the case of an N segment model, the scattering 
matrices can simply be multiplied, leading to 

Pt 
L Pi J 

= AiA 2 . . .AN_i 
PN J 

(11) 

If we define the product of the scattering ma
trices 

N - l 

p=riA" (12) 

then it is a straightforward result that the re
flection function R is equal to P2, i /Pi , i . The 
normalized transmission function T is simply 
P i , i \ / S o u t / S j n . Note that R and T are func
tions of frequency due to the dependence of P on 
fc = 2TT/A. 

4 The Horn Function 

While the solution of the wave equation within 
each conical segment in a piecewise model is ex
act, a spherical wavefront is implicitly assumed. 
Since Webster's equation itself does not require 
any assumption about the shape of the wavefronts 
within the horn, it is desirable to have a method 
for solving Webster's equation directly. 

As shown in [Benade and Jansson, 1974], a 
change of coordinates can be used to trans
form Webster's equation into the form of the 
Schrodinger wave equation. The change of coor
dinates resulting in the Schrodinger form of Web
ster's equation can be anticipated by considering 
the energy spreading which occurs in a conical seg
ment. As mentioned earlier, the traveling pressure 
wave solution for the cone has a l/£ a l / \ /S (£) 
dependence which results from the varying cross 
section of the waveguide. For the case of the flared 
horn, the substitution 

* = p v / 5 (13) 

where S is the surface area of the isophase surface, 
effectively normalizes the pressure wave according 
to the local cross section of the horn. It is to be 
expected that such a transformation will simplify 
the equation by eliminating the effects of energy 
spreading. Making the required substitution and 
doing some algebra results in the transformed time 
independent equation 

d 2 * - l d 2 r S T „ 
(14) 

with r = y/S. This is equivalent to the 
Schrodinger equation for one dimensional scatter
ing, where particle energy has been replaced by 
fc2, where fc is the free space wave number of the 
disturbance, and the potential energy function has 
been replaced by r"/r. Thus the horn has been 
parametrized over the quantity r " / r , which has 
been named the horn function by Benade. The 
horn function is a measure of normalized curva
ture, and is dependent upon the physical dimen
sions of the horn and the shape of wavefront as
sumed. Figure 3 illustrates the calculation of the 
horn function for a trumpet bell. Figure 3a shows 
rp and rs, which are the effective wavefront radii 
assuming planar and spherical waves respectively. 
Note that rp is identically equal to the physical 
radius of the bell. Also r, has a bigger domain 
since the spherical wavefront which is leaving the 
bell intersects the horn axis beyond the physical 
end of the bell. Figure 3b shows the corresponding 
horn functions, rp/rp and r'J/rt. 

too 

0.15 0.2 
axial position, meters 

0.1 0.15 02 
axial position, meters 

Figure 3: Calculation of the Horn Function 

After a suitable horn function has been found, 
it can be spatially sampled and Webster's equation 
can be solved numerically. The solution has a lo
cal wavenumber which depends on the free space 
wavenumber of the disturbance and the local value 
of the horn function. Boundary conditions must 
be applied across the junctions between the sam
pled sections of the horn function. The second 
derivative of * is known to be finite for smooth 
waveguides, since <&" = — * ( f c 2 - ^ - ) . <J> and its 
first derivative are therefore continuous through
out the horn. This gives two boundary conditions 
for each junction between spatial samples: 

Aieik,I1+Bie- - i * i * i _ = A2e'k'2i+B2e - > ' * 2 * 1 (15) 

kiAle
iki"-kiB1e-ik'" = k7A2e

ik^-k2Bze-ik^ 
(16) 

where fci and k2 are the local wavenumbers in 
segments 1 and 2. From these two relations, 
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scattering matrices can be set up. For nu
merical stability we have used the method of 
[Kalotas and Lee, 1990], leading to the scattering 
equation 

pt 
[PI J 

for 

— M^^.^jKjQ^mjKjoj^jKjo^^).. . 

M {L+{N-l)w,ik) ft 
L PN J 

(17) 

M (*.ff) = Pet* -0e~fi* 
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with 

cosh(aniu) — ^-sinh(a„u;) 
—a„ sinh(anu>) cosh(anu>) 

w = horn function sampling interval 
L = z coordinate of beginning of flare 

Q„ = a(L + nw — w/2) 

What remains is to pick a suitable assumption 
for the shape of the wavefronts within the horn. 
A method for finding wavefront shapes has been 
proposed in [Benade and Jansson, 1974]. Because 
of similarities between the acoustic wave equation 
and the classical field equation for electrostatics, 
the isophase pressure wave surfaces at relatively 
low frequencies are equivalent to equipotential sur
faces found within an insulator having the shape 
of the horn wall with an axial potential drop. Sev
eral finite element packages are available which 
can compute these surfaces with a minimum of 
effort. 

5 Results 

Under the assumption of spherical wavefronts, the 
horn function has been used to compute reflec
tion and transmission transfer functions for sev
eral musical horns. Ideally, the results should 
match closely those produced by the piecewise 
conical technique, since both methods model the 
horn assuming spherical waves. Figure 4a shows 
the magnitude of the reflection function calculated 
using data taken from a Vincent Bach B1' trumpet 
bell, model number 37. Plots for both the conical 
element method and the horn function method are 
shown. A matdied bell termination is assumed. 
Figure 4b shows the calculated phase for the re
flection function. 

When spherical wavefronts are assumed, the 
horn function method can be used as a cross check 
on the accuracy of the conical element model. But 

Figure 4: Reflection Coefficient for Horn Function 
and Conical Modeling 

the horn function method can also be generalized 
to assume other more physically correct wavefront 
shapes. Both methods require Ar — 1 two by two 
matrices to be multiplied per frequency evaluated. 
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Abstract 

This paper summarizes an approach to periodic prediction for use in extracting linear and 
non-linear characteristics from musical instrument sounds. Linear prediction is performed 
using a standard single-input adaptive linear combiner. This same filtering scheme is modi
fied to also perform non-linear polynomial coefficient prediction by replacing the "tap delay 
line" with succesive higher powers of the input signal. In each case, the systems are config
ured to predict one or one-half period in advance. This approach enables, in some situations, 
simultaneous identification of the linear and nonlinear components of waveguide models for 
winds and, potentially, bowed strings. 

1 Introduction 
In analyzing the time-domain behavior of musical 
instruments for the purpose of sound synthesis, it 
is common to consider the various physical ele
ments of such instruments separately. The clar
inet, for example, is usually modeled in terms of 
three main functional units: its reed/mouthpiece, 
bore, and bell/tonehole-lattice. Typically, a lin
ear filter is employed to model the combined ef
fects of the bell and toneholes, and either a "look
up" table or a generalized polynomial function is 
used to represent the non-linearity of the reed. 
The use of a digital delay-line to model the one 
dimensional traveling waves in a "loss-less" bore 
has been demonstrated to be highly efficient and 
effective [Smith, 1987]. In this way, separate sig
nal processing elements are used to represent each 
physical element of an instrument. 

A similar but more general approach to the 
synthesis of musical instruments is demonstrated 
by the system of Figure 1. Here, single "lumped" 
elements account for the accumulated linear filter
ing and non-linear filtering throughout the instru
ment. The linear element then not only models 
the effects of the bell and toneholes, but also linear 
effects such as viscous and thermal loss in the bore 
(to linear approximations). The non-linear func
tion accounts for the non-linear reed/bore cou
pling and any other non-linear effects throughout 
the instrument. The delay-line represents wave 
propagation over twice the bore length. 

From this perspective, the linear and non
linear filters are each applied once or twice per 

r<r..r.. li 

Figure 1: Generalized Waveguide Instrument 

period. Thus, it is possible to use periodic pre
diction techniques to identify the linear and non
linear features of real musical instruments, and 
incorporate the results in waveguide instrument 
simulations. A method for performing non-linear 
periodic prediction in woodwind instruments us
ing an extended Kalman filter has previously been 
demonstrated [Cook, 1991]. In that case, linear 
filtering characteristics were disregarded. 

2 Linear and Non-Linear 
Characteristics 

For the purposes of analysis, the non-linearity of 
Figure 1 is considered to be memoryless and es
sentially time-invariant in the steady-state. Fur
ther, it is assumed that the non-linearity can be 
approximated with polynomial functions. 

An attempt to identify periodic non-linearities 
in steady-state tones is problematic, however, be
cause period to period variation is generally min
imal. This is a result of an equilibrium condi
tion which exists between the non-linear excita-
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tion mechanism and the linear "lossy" element. 
Therefore, the current approach is to also extract 
the linear characteristics of the system, and re
move these effects by inverse filtering before non
linear prediction is performed. 

3 Periodic Prediction 

Two adaptive periodic prediction schemes were 
implemented for this study. To perform linear 
prediction, a general single-input linear adaptive 
combiner was used to predict the input signal one 
or one-half period in advance. A non-linear peri
odic predictor was created by replacing the delay 
elements of the linear predictor with mulitplica-
tive units, obtaining successive powers of the in
put signal as input to each weight. This is shown 
in Figure 2. For each predictor, the Least Mean 
Squares (LMS) algorithm was used to adapt the 
weights [Widrow and Stearns, 1985). 

Xfc o e- <*H-<*H-<*V 

B I M W#<ht 

Figure 2: Adaptive Non-Linear Periodic Predictor 

4 Using "Real" Data 

An experimental reed woodwind instrument was 
impulsively excited and its "impulse response" 
measured from one end of its bore. This signal was 
then fed into the linear periodic predictor to ob
tain a linear system approximation via FIR filter 
coefficients. A steady-state signal was measured 
via a microphone inserted through the side of the 
instrument bore. A stable inverse filter was gen
erated from the extracted linear FIR coefficients 
and used to filter this steady-state signal, forming 
the input x* to the non-linear predictor. 

5 Results 

Figure 3 shows functions of the linearity and non-
linearity extracted from the experimental reed 
woodwind instrument. The frequency response 

of the extracted linear weights is generally "low-
pass" as would be expected, though the low fre
quency characteristics are questionable. The non
linear characteristic is displayed in the form of a 
"reed reflection function". The non-linear predic
tor was found to be particularly sensitive to period 
discrepancies, and thus accurate initial determina
tion of the period was important. 

The need for both wideband signal generat
ing and measuring mechanisms became particu
larly obvious in attempting to obtain an accurate 
linear estimate. Size constraints on the excitation 
source likely played a part in the poor low fre
quency identification. Further, the impulsive ex
citation provided only enough energy for about six 
measured reflections within the tube, thus limiting 
the amount of data available for use in performing 
the linear prediction. Because of the high sound 
pressure levels existing inside "wind" instruments, 
and the need for a wide-range frequency response, 
accurate steady-state measurements were also dif
ficult to obtain. Equipment capable of yielding 
accurate data under these conditions is expected 
to improve these results. 

Frequency Response of Eitraded LinMr Weights 

0.2 0 4 0.6 0-6 
Frequency (smes10C2SH2) 

FMaceon Function orven by E m e t e d Non-IJnaw Woghts 

•0.5 0 
DBtranM Pressure 

Figure 3: Functions of Extracted Weights 
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Abstract 

The design of a virtual piano action composed of a keyboard of motorized keys and a real
time mechanical system simulation is presented. Using this simulator, we have re-created 
certain aspects of the feel of the grand piano by numerically integrating the equations of 
motion of a simplified piano action in real time in a human-in-the-loop simulation scheme. 
In this paper, the simulation of the release and catch of the hammer is used to introduce the 
simulator architecture. The structure of a software module which manages the simulation 
of models with changing kinematic constraints is discussed, including a finite state machine 
driver which allows for the simulation of rigid-body systems which may take on various 
constraint conditions in a sequence dependent on run-time interaction. 

1 Introduction 
Musical instruments are judged not only by how 
they sound, but also by what they feel like to 
play. Although modern synthesis algorithms have 
made it possible for synthetic instruments to very 
closely approximate the sounds of their acoustic 
counterparts, technology has not yet been able to 
adequately answer the musician's concerns about 
differences in feel. Moreover, in acoustic instru
ments there exists a tight correspondence between 
an instrument's acoustic response and its touch 
response. In fact, sometimes more information is 
available about an instrument's behavior through 
its feel than through its sound. For example, to 
get the fastest possible repetition on a piano, the 
performer detects the minimum key return neces
sary for reset of the jack under the hammer by 
feel rather than by sound. Re-establishment of a 
relationship between the mechanical behavior and 
the acoustic behavior in synthetic instruments will 
greatly increase the value of the information com
ing from the instrument over the haptic ' channel 
and thus give musicians greater expressive control. 

At CCRMA we are designing and building a 
virtual piano action-a keyboard action simulator 
(software) and a haptic display device (hardware) 
which together make it possible to emulate the 
feel of various keyboard instruments. A haptic 
display device is a motorized key or other manip-
ulandum which, under computer control, makes it 

'The word haptic is used to refer to the perceptual 
modality of touch which includes both taction -senses of 
the skin, and kinesthesia -senses of the muscles. 

possible to interact with virtual objects through 
touch. Without a doubt, synthesizer controllers 
are an ideal application of haptic display tech
nology. In fact, we believe that this technology 
will one day be a more viable means of creating 
the desired touch in commercial instruments than 
mechanical design with passive components. Of 
course, the programmability of the virtual piano 
action is its best selling point. The feel of a harpsi
chord, piano, forte piano or something altogether 
new would each be available at the push of a but
ton. 

Several robotics research labs are develop
ing haptic display technology, most notably the 
labs at MIT, Northwestern, and North Carolina. 
Claude Cadoz' group, ACROE in Grenoble, has 
also developed a haptic display device for virtual 
musical instruments [Cadoz 93]. Their modeling 
and synthesis tools are designed to run on trans
puters, multiple parallel processing machines. By 
contrast, our tools are based on more common 
modeling techniques and designed to run on single 
processor platforms. 

Our simulation testbed is capable of running 
real-time simulations of linear and non-linear me
chanical systems, systems with and without mem
ory 2 and systems with changing kinematic con
straints. In this paper, we will address the 
construction of models and their incorporation 
into the simulator, paying particular attention to 

2 A system with one or more degrees of freedom, or one 
which must be modeled with at least one independent state 
variable can be considered to have 'memory'. Its present 
state depends on past input history. 
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the accommodation of changing kinematic con
straints. Discontinuous systems (i.e., those in 
which bodies may make and break contact with 
one another) are to be core members of this sim
ulator's repertoire. Some of the most interesting 
haptic cues in our environment arise from changes 
in kinematic constraints, a fact which is also true 
for keyboard actions. Examples include the re
lease of tension when the plectrum plucks the 
strings of the harpsichord, and the extra resistance 
during escapement in the piano action. 

In the most general rigid-body mechanical sys
tem, the various constraint conditions may be 
taken on in any order, depending on how other 
systems (possibly a user) interact with it. Barzel 
(Barzel 92] and others have addressed the real
ization of discontinuous systems by simulation of 
a sequence of ordinary differential equations. In 
our work, we adopt their nomenclature and com
bine it with a Finite State Machine (FSM) sim
ulator, which will allow a sequence of conditions 
or 'states' to be taken on in an order which is not 
known ahead of simulation-time. 

Building a model suitable for simulation with 
haptic display which duplicates all aspects of the 
complex behavior of the piano action will neces
sarily be a step-by-step process. Section 2 to fol
low outlines the structure of a model suited for 
our simulator. Section 3 presents a (piece-wise) 
linear model of a bouncing ball and its simulation 
algorithm. In section 4, we construct a non-linear 
model which covers the lever action of the key and 
hammer and discuss its simulation algorithm. The 
incorporation of a finite state machine manager to 
handle the addition of a virtual keybed into the 
model is discussed in section 5. Experimental re
sults are mentioned in 6. Finally, summaries are 
made and future work discussed in section 7. 

2 Model Components 

Of all the various forms in which mechanical sys
tem models are expressed, a set of reduced ordi
nary differential equations (ODEs) (with the con
straints incorporated) is the simplest. We have 
chosen to base our simulator on models expressed 
as reduced ODEs. In so doing, we hope that we 
will be led to investigate some of the more intri
cate problems involved with real-time simulation. 

The model itself is formulated as a piece-wise 
continuous ODE. Discontinuities are allowed at 
timepoints corresponding to changes in the kine
matic constraints. The time periods between the 
discontinuities are each governed by one of a set 
of 'submodels', each of these being a continuous 
ODE constructed to describe the system in one of 
its constraint conditions. 

For a more complete introduction to the no

menclature used to describe these piecewise con
tinuous ODEs, see either [Barzel 92] or [Gillespie 
93]. Here, we briefly summarize. Submodels are 
divided into three parts to facilitate decision mak
ing by the simulator as to which submodel is to 
govern the behavior at a given time. The three 
submodel components are: the equations of mo
tion, a readout equation, and an indicator func
tion. The equations of motion are solved numer
ically to maintain up-to-date state variables at 
all times. The readout equation is an expression 
for the output (in our case the response force) in 
terms of the input motion. The indicator function 
is tested once per servo cycle to indicate if it is 
time to switch to the next submodel. 

3 The Bouncing Ball 

Here we describe a very simple system, a ball 
which bounces on a vertically moving paddle. It is 
linear and has only two submodels: ball in the air, 
ball on the paddle. After introducing this system, 
we will claim that it is actually a good model of 
the piano action. 

a) Ball on Paddle b> B a l 1 i n A i r 

Ball, m, 

Paddle, m, 

Figure 1: The Bouncing Ball 

Figure 1 shows the two submodels which make 
up the bouncing ball: a) the ball is attached to 
the paddle through a spring, and b) the ball is 
flying vertically in the air, free from the paddle. 
For submodel a), the equation of motion, readout 
equation, and indicator function are, respectively: 

q = —(q-d)-g (1) 

F = mpd + k(q - d) + mpg (2) 

k{q-d)<0 (3) 

The indicator function (3) evaluates to TRUE 
when the ball/paddle interaction force is tensile, 
signalling the end of applicability of model a). For 
the ball in air submodel, the equation of motion, 
readout equation, and indicator function are: 

Q = -9 

= mpd + mpg 

q-d<0 

(4) 

(5) 

(6) 
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The indicator function (6) evaluates to TRUE 
when there is interference between the ball and 
paddle. 

A linear differential equation such as we have 
here is always expressible in state space form as 

x = Ax + bu (7) 

This differential equation can be converted to a 
difference equation 

x„+i = $ x n + r u n (8) 

suitable for simulation on a digital computer. The 
discrete equivalent matrices * and T are given in 
terms of the continuous matrices A and b and the 
time step T by 

$ = e F T (9) 

eF"dr;b (10) -I 
Several common computer algorithms with good 
numerical properties are available to do the con
version. The simulation algorithm then simply in
volves a matrix multiply to advance the simulation 
by one time step T. 

Because these equations are second order lin
ear ODEs, analytical solutions exist. There is in 
fact no need to solve the differential equations nu
merically for this simple model. The state can 
be expressed as a function of the input and time. 
The force output is computed as a function of the 
motion input using the readout equation of the 
applicable submodel until such time that the in
dicator function evaluates to a negative number. 
The simulator then exchanges submodels, using 
the final conditions of the last as the initial con
ditions of the next submodel. Note that in this 
case, the 'next' submodel is just the other sub
model. This rather simplistic model has created a 
very convincing virtual bouncing ball when imple
mented with the haptic display device. Interaction 
between the ball and user through a motorized 
key (in this case to be viewed as a paddle handle) 
includes all the properly timed power exchanges 
to suggest manipulation of a bouncing object. In 
summary, we have implemented a unilateral con
straint (a gross non-linearity- a contact capable of 
supporting compressive but not tensile forces) by 
combining two linear submodels with some man
agement routines for exchanging them in and out 
of the simulator. 

4 A Simplified Piano Action 

Figure 2 shows a simplified schematic diagram of 
the piano action. This model has only two bodies, 
the key and hammer. The letoff function of the 
whippen and jack are not modeled. The hammer 

and key are coupled with a unilateral constraint. 
A spring accounts for compliance in the action, 
most of which is due to softness of the hammer 
knuckle. The other submodel in which the ham
mer flies free of the key is not shown; it can be 
surmised. This model will behave like a piano ac
tion in which the regulation button is set too high, 
inactivating the letoff and repetition functions. 

Hammer 

Figure 2: Simplified Piano Action 

The non-linear equations of motion, readout 
equations and indicator functions are not pre
sented here. The simulation is realized in this case 
with an ODE solver instead of the difference equa
tion (8). A Runge-Kutta or other numerical ODE 
solution routine is responsible for advancing the 
state by each time step using the previous state 
and the input (key motion). As before, the force 
output is given by the readout equation, and the 
indicator function is tested each time step. 

Because the angles through which both the key 
and the hammer move are rather small, several 
linearizing assumptions can be made in the con
struction of a piano action model. Specifically, we 
shall assume that all interaction forces and grav
ity forces act perpendicular to the bodies to which 
they are applied as seen in Figure 2. Also, the 
force of the key on the hammer is applied at a 
fixed position on the hammer determined by {3. 

Given these assumptions, the equations of mo
tion, readout functions, and indicator functions 
respectively are as follows: 

Mi- , mhUg 
q= —(hs + hq) j — (11) 

F= y-s-—{hs + l3q) + —-— (12) 
M ' 1 » 1 

k(hs + l3q) < 0 (13) 

See [Topper 87] for an explicit derivation of the 
equations of motion for this model. 

Note that the function of the action is very 
much like that of the ball and paddle in the model 
outlined above: to throw the hammer toward the 
string and then catch it again. The simple addi
tion of a ceiling for the ball to bounce off of (a 
virtual string), and an inversion of the paddle's 
motion to reflect the fact that the hammer is ac
tuated from the opposite side of the key fulcrum 
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will turn the bouncing ball model into a good first 
approximation of the piano action. After further 
assuming that inertia forces dominate over grav
ity forces in the coupled hammer-key model, ap
propriate mass and spring values for an approxi
mating ball and paddle model can be deduced by 
comparing equations (1), (2), (3) with (11), (12), 
(13). 

5 Finite Sta te Machine 

A useful addition to our model is a virtual keybed. 
The key dip differs between a harpsichord, forte-
piano and piano, and this is an aspect we would 
like to include in our keyboard simulator. 

The method outlined so far only accommo
dates models in which the sequence of submodels 
is known: going back and forth between two sub
models. Depending on the manner in which the 
key is depressed, either the hammer could fly free 
or the key could meet the keybed first. The other 
change in condition may not follow, again depend
ing on how the key was depressed. 3 In order to 
manage the sequencing through various submod
els, we employ a finite state machine simulator. 

A finite state machine is a dynamical system 
capable of taking on a finite number of states in 
a possibly complex sequence of transitions from a 
particular state to certain others of the set of pos
sible states. A finite state model is fully specified 
by its state transition graph, one of which is shown 
in Figure 3. This finite state model is for the sim
plified piano action with a virtual keybed. Cou
pling between bodies is noted in Figure 3 by spring 
icons. Only certain transitions are allowed. As-

Hammer Keybed 
hey 

Keybed Hammer 

Figure 3: State Transition Graph for the Piano 
Action 

sociated with each transition path is an indicator 
function which, upon evaluation to a number less 
than zero, indicates that it is time to transition to 
the model pointed to by that path. 

3 One can effect fast light playing on the piano by not 
completely bedding the keys. 

6 Experimental Results 
We have conducted several introductory experi
ments using this apparatus. Subjects have made 
side-by-side key-press comparisons between the 
above virtual action and a physical action with 
its regulation button removed with promising re
sults. We have begun to address real-time simula
tion problems such as extra energy introduced into 
the simulation by model transition timing errors 
with compensating additions to the simulation al
gorithm. 

7 Summary 

We have presented a modeling and simulation al
gorithm which accommodates dynamical systems 
with changing kinematic constraints and provides 
for the re-creation of their mechanical impedance 
by simulation and haptic display. The method 
involves modeling the system in each of its con
straint conditions. Readout equations expressing 
the force output in terms of the state variables as 
well as indicator functions which signal the end 
of applicability accompany each model. The se
quence of models can be considered a piece-wise 
continuous ODE. If the model is linear, it can 
be discretized and then simulated with a differ
ence equation. Otherwise, an ODE solver is used. 
The method is also useful for systems in which 
the sequence of constraint conditions is not known 
ahead of time with the addition of a submodel 
manager based on a finite state machine driver. 

A model of a bouncing ball and a simplified 
piano action were presented. 
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ABSTRACT 
This paper describes a four channel dynamic sound location toolbox. The hardware interface is a four channel 
high quality digital to analog converter box connected to a NeXT workstation through the DSP port. A C/DSP as
sembler program implements basic quadraphonic soundfile playback from hard disk and a unit generator for the 
CLM language enables the composer to specify the movement of a sound source in a virtual room. 

1. The target synthesis language 

The purpose of this still ongoing project is to add dynamic 
sound location tools to an existing non-realtime sound syn
thesis and processing language. The chosen language is 
CLM (Common Lisp Music, written using Common Lisp 
by Bill Schottstaedt at CCRMA, Stanford University) [13]. 

2. The implementation 

The toolbox is modular in the sense that the interface the 
composer or instrument designer interacts with is always 
the same, regardless of the method used to implement the 
simulation of the virtual sound space. There are many ways 
to achieve this simulation depending on the sound repro
duction method used (binaural headphone listening, two 
channel loudspeaker reproduction and multi-channel sys
tems). The initial environment implemented uses four 
channel sound reproduction as it had the most promise for 
virtual space simulation in a concert situation. 

2.1 Four channel soundfile playback 

FIGURE 1.Hardware for soundfile playback 

boartM 

board It 

D/A 

D/A 

D/A 

D/A m 

The four channel D/A box was built as a joint project with 
Atau Tanaka [10]. The prototype uses a pair of demo 

boards for the Crystal Semiconductor high quality stereo 
D/A converter [11] and some glue logic to interface to the 
NeXT DSP port. The basic playback software support is a 
command line C / DSP56K program that sends the samples 
to the DSP on the NeXT using high speed DMA. 

2.2 Simulation of localization cues 

The radial component of the movement is simulated by two 
mechanisms. The first takes into account the delay effects 
of distance due to the finite speed of sound and the second 
the attenuation and filtering effects of air transmission. Dis
tance is modeled using an interpolated delay line [1,6]. The 
fractional delay for a given distance is given by: 

_ lr. , DistxSamplingRate FractionalDelay = - —^—s—,— SpeedOfSound 

When the distance changes, the input samples are sample 
rate converted by the moving tap on the delay line and thus 
the Doppler frequency shift is simulated as a side effect. 

The second mechanism models the attenuation and filtering 
properties of sound transmission [ 1,4,5]. The attenuation is 
modeled with an amplitude envelope. In a strict simulation 
our amplitude would change as 1/r, where r is the distance 
between source and listener [1,4]. In the program the ex
ponent of r is a variable as it has been found that, especially 
for unfamiliar sounds, a value of 1.5 or even higher gives a 
much improved perceptual result [3]. 

The angular component of the movement is simulated by 
intensity panning between adjacent loudspeakers. To min
imize the precedence effect [1,4] (perceived as a "hole" be
tween the speakers) we have used a non-linear user 
selectable intensity cross fade function. 

mailto:nando@ccrma.stanford.edu
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2.3 Moving the sound source inside a room 

Another cue used for the perception of distance in a rever
berant environment is the ratio of reverberant to direct 
sound that reaches the listener [4]. Our program uses two 
mechanisms to model the reverberant space. The first is a 
simple reverberator (an array of comb and all pass filters 
[1,7,8]). The input samples to this reverberator are scaled 
by an envelope that attenuates more slowly with distance 
than the one controlling the direct sound. 

The second mechanism is an image model that constructs 
moving virtual sound sources assuming specular reflec
tions on the walls of the virtual room. This mechanism is 
effective in determining the apparent size of the room dur
ing the first portion of the attack of the sound. 

We have chosen so far not to implement interaural time dif
ferences in the simulation as their effect is very dependent 
on the listener position with respect to the loudspeakers. 

3. The path in space 

The path the sound source follows can be defined by the 
composer in terms of triads representing the x, y and time 
coordinates (or the equivalent polar coordinates) of the 
most important points in the trajectory. The program inter
polates a smooth curve by fitting a Bezier curve segment 
between each pair of points. This curve fitting is necessary 
to prevent step changes in the velocity vector (which can be 
translated into step changes in the Doppler frequency shift, 
effectively destroying the illusion of movement). 

The composer can choose not to specify any time coordi
nates in the path. In that case, the program moves the 
source along the Bezier curve with constant velocity. If 
there are time coordinates, it moves the sound source using 
a constant acceleration profile between the specified points. 

A path can be created from a cartesian or polar coordinates 
and can be manipulated through transformation operations 
(rotation, translation, scaling, etc.). 

4. The unit generator 

All this models are included in the dlocsig unit generator 
which was completely written in Common Lisp and inte
grated into the CLM environment. 

The function make-dlocsig creates the unit generator, 
which is initialized with the path the object will follow in 
space, the starting time of the sound and its duration. The 
function returns three values, a data structure and the real 
starting and ending samples of the sound (after distance de
lays are taken into account). The data structure is used in
side the Run loop1 as the first parameter to the dlocsig mac

ro call. The macro call does the actual location of the 
samples and writes the result to the four channel output 
stream. 

The composer can also control the amount of overall re
verberation, the size of the room, the reflection coefficients 
of the four walls and the maximum delay time that will be 
handled by the virtual image model (in other words, how 
many virtual sources will be created). 

5. Conclusions 

The unit generator and the path objects have been success
fully used to add multiple and simultaneous spatial move
ments to "Three Dreams", a composition by the author of 
this paper that uses many different CLM instruments and 
sound processing techniques. Future work will include dif
ferent spatialization models to expand the listening envi
ronments to headphones and two or three channel loud
speaker reproduction. 
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Loudness of musical sounds in a reverberant environment 
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CCRMA, Stanford University 
jan@ccrma.stanford.edu 

Abstract Widespread use of reverberant devices in computer music awoke awarness of possible 
influence of distance of sound on loudness perception, and arose interest in the cognition of this 
phenomenon. The results of research pursuing this issue are reported in this paper. 

Creation of convincing auditory perspective 
is an important element of computer music; it can 
make the sound lively and expressive. Many factors 
contribute to the impression of space and the location 
of sound sources, including appropriate reverberation, 
and balance of loudness and timbres of the sounds 
used in the composition. Some of the parameters that 
provide cues to distance of the sound sources are 
correlated in a natural reverberant environment. A 
typical example is intensity and direct-to-reverberant 
sound energy ratio, which change reciprocally along 
the physical distance between the sound source and 
the listener. 

However, the percepts arising from the 
physical cues do not always follow the same 
relationship. Since the beginning of this century 
researchers have been aware that changes in loudness 
and changes in distance may sometimes form 
equivalent concepts for the listeners [Gamble, 1909]. 
As a part of his "physical correlate theory" Warren 
[1973] noticed that loudness judgements of his stimuli 
(speech) depended on the degree of reverberation. 
Recently Chowning [1990] observed that loudness 
constancy might take place in room environment in an 
analogous way to the size constancy in vision. In 
visual perspective, to preserve the impression of size 
constancy of an object, the physical size of the object 
has in fact to be diminished in proportion to the 
provided perspective. Is this also the case in auditory 
perspective? 

Imagine sounds in a room varying as to the 

playing effort induced by the player and, the amount 

of reverberation, proportional to the distance from the 
listener.From the work of Mershon and King [1976] 
we know that the reverberation invokes the sensation 
of distance and auditory perspective. In such 
conditions, if "size constancy" appears in the auditory 
world, the loudness of the sound source will be 
perceived rather than the loudness of the sound wave 
at the listeners' ears in a loudness judgement of such 
sounds. For the two sounds of equal intensity (and the 
same, or similar timbre), the sound played with a 
greater effort and carrying a higher amount of 
reverberation would be perceived as louder. 
According to the hypothesis, for the listeners these 
cues should suggest that the sound was played from a 
greater distance, hence it must have been louder at the 
source. 

Four short percussive-like sounds were 
generated for the test by using the physical model of 
the wave digital hammer striking a membrane with 
different forces [Van Duyne et al., 1994]. Varied 
force produced increase in power by 3 dB, spectral 
changes (increase of spectral bandwidth), and 
sharpening of the attack, among other things. By 
varying the force the playing effort was simulated. In 
this way the sounds corresponded to the four 
different playing efforts. Reverb was then added to 
the sounds by using the Yamaha SPX1000 digital 
reverberation room model. Four sounds were created 
from each of the four dry prototypes in such a way 
that, for a constant effort, the powers decreased by 
approximately 6 dB. The most powerful of the 
reverberated sounds were also the closest ones, and 
their powers were equal to the powers of the least 
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efTort dry sound. The direct-to-reverberant sound 
energy ratios were calculated accordingly by using 
an inverse square law formula [Beranek.1954], 
assuming the power of the sound sources changing 
with the effort by 3dB, so that all the 16 sounds 
could be thought of as being played and heard at 
different distances in the room. Distance ratios 
between the sound source and the listener's position 
for ail the sounds depend on both effort, and power 
level (see Tab. 1). The distance ratios between the 
power levels differ by a factor of two (except for the 
two most distant sounds). 

relative power level indB 

0 -6 -11,8 -17,4 1 -17.4 
effort 

1 1.0 2.0 4.0 8.3 8.3 
2 1.3 2.6 5.7 12.0 9.2 
3 2.0 4.0 8.3 18.7 9.4 

4 2.7 5.7 12.0 33.7 12.5 

Table 1. Distance ratios relative to the closest 
sound (effort 1 /power level 0). The last 
column contains the ratios between the 
farthest and the closest sounds. 

The sounds were next presented in a 
formal listening test through loudspeakers. During 
the test, the sounds were reproduced in pairs; in 
each pair the sounds were played in alternation in 
a loop. Subjects attempted to match the loudness 
of the second sound to the loudness of the first 
sound in the pair by using a slider on a computer 
screen, which allowed them real-time gain control. 
Once the match was achieved, the decision had to 
be confirmed by pressing a button, and the next 
pair was presented. The gain factor, by which the 
second sound was reseated during the procedure, 
was stored in a disk file along with the information 
about the sound effort and power level. 

The test consisted of four parts. During 
the first part only the four dry prototypes were 
presented. The subjects were supposed to match 
the loudness of each of the three dry prototypes, 

which were +3dB,+6dB, and +9dB above the 
smallest effort sound (OdB) to the loudness of this 
sound . The sequence was repeated 16 times 
(differently randomized). During this part each 
subject created four dry, equally loud reference 
sounds, and the (mean) gain factors were further 
used to re-create the reference sounds in the 
successive parts of the test 

During the second part, the subjects were 
exposed to the reverberated sounds. In each pair 
the dry reference sound to be matched was made of 
the same dry prototype as the reverberated 
sound.There fore, we can think about the sounds in 
each pair as being played with the same effort, but 
at varying distances. In this way spectral 
differences other than those introduced by 
reverberation were eliminated in the loudness 
match. The subjects were given each of the 
different effort sounds at four different power 
levels, reflecting four different distance positions 
in the room. The subjects were instructed to 
imagine a room and two players in this room, a 
distant and a close one. They were supposed to 
match the loudness of the close player (the 
loudness of the sound's source) to the loudness of 
the distant one. To help them with this task, a 
sequence of four reverberated sounds (same effort) 
receding in distance, was played before each 
loudness match. 

During the third part, the reverberated 
sounds were presented in a similar fashion, but no 
leading sequence was included before each 
presentation. The subjects were also instructed not 
to think about any room, or players, but to match 
the loudness of the sounds as they appeared at their 
ears. Half of the subjects took the second part 
first, and the other half took the third part first. 

In the fourth part, only dry sounds were 
presented. They were made from the dry 
prototypes in such a way, that for each effort the 
powers of the dry sounds were equal to the powers 
of the reverberated sounds (ie., 0, -6, -11.8, -17.4 
dB - see Tab.l). As before, the subjects were 
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requested to match the loudness of the dry 
reference sounds to each of the dry sounds. 

Matching the loudness of different 
complex sounds, even similar in timbre, is a 
difficult task. Therefore, each of the 26 subjects 
(mostly musicians or former music students) 
participating in the experiment took the test twice, 
and the two results were compared to check the 
reliability. The Pearson's conelabon coefficient of 
0.7 between the results of the loudness match for 
the "room" situation ("imagine two players in a 
room") was assumed to be a reasonable cut off to 
exclude some inconsistent subjects and limit the 
error. Of the 26 subjects, 16 passed this criterion, 
and were selected for further study. For these 
sixteen subjects the correlation coefficient for 
repeated results of the other parts of the test was 
even higher. Only 10 of these 16 people took the 
fourth part of the test by the time of this report, 
however, and only their results are reported. 

The gain factors obtained during 2nd, 
3rd, and 4th parts of the test were normalized by 
the gain factors of the dry references to show the 
differences in loudness between the sounds and the 
corresponding (equally loud) dry references. For 
every subject, the normalized gains of the dry 
sounds comparison were subtracted from the 
results of the two reverberated sounds comparisons 
("imagine a room...", and "forget about any 
room..."). Spectral differences resulting from the 
presentation of the sounds at the four different 
power levels were eliminated at this stage. The 
gain differences so obtained, if significant, would 
show how the reverberation influenced the 
loudness judgement. 

Variance analysis of these loudness 
differences (instruction by effort by power level) 
was performed next. Clearly, the F-ratio appeared 
significant for both, effort and power level (p < 
0.001), and we could conclude that they influenced 
the loudness judgement. The F-ratio for the 
instruction, however, did not justify its influence 
on the loudness judgement (p=0.498). The only 
significant interaction effect, although not very 

strong (p=0.036), appeared to be the interaction 
between the instruction and the power level. 

To show the significance of the loudness 
match in the reverberant environment, loudness 
differences between the gains set during "imagine 
room...7"forget about any room...", and the gains 
set during the dry loudness match were depicted on 
the figures 1 and 2. 
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Fig.l. Sounds in a room - "imagine a room..." 
comparison. 

Each dot corresponded to a mean 

difference between the extreme power levels (17.4 

dB) calculated for a fixed effort. Standard 

deviations are also plotted. Distance ratios 

corresponding to these loudness differences at each 

of the efforts are included in the Table 1. All the 

means are significantly different from zero, which 

also reveals the influence of the reverberation on 

loudness perception. In the case of the "imagine a 

room..." situation a distinct trend is visible: the 

means increase along with the increasing distance 

ratios. The more different in distance the sounds 

were, the louder they were perceived. A similar, 
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but not so consistent relationship can also be seen 
for the "forget about any room..." test in Fig.2. 

2 0 i 1 i 1 i 1 
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Fig 2. Reverberated sounds matched at the ears -

"forget about any room..." 

Concluding, the results show clearly that 

reverberation influences loudness perception. More 

distant sounds of the same intensity and similar 

timbre are perceived as louder than the close ones. 

However, the experiment does not entitle us to 

derive a conclusion about the reason of this 

phenomenon.The difference in 'instruction' was 

not significant for the loudness comparison, 

therefore we cannot explain the non-zero means by 

assuming that they are the result of the perception 

of the sound sources. In the "forget about any 

room..." test, the means are also non-zero, and they 

do not differ significantly from the "imagine a 

room..." test. One possible explanation is that the 

subjects could not consistently imagine the players. 

It was a difficult task, which can be seen in a fairly 

large standard deviation. On the other hand, we can 

argue the opposite, namely that the subjects were 

unable to get rid of the estimation of the sound 

source in the case of the "forget about any room..." 

test, because of the reverberation. To a certain 

extent this problem can possibly be solved by 
comparing the results of the psychoacoustcal test to 
the changes of the physical data introduced by the 
reverberation, especially the spectral changes 
(currently under investigation). As seen today, the 
results seem not to support the hypothesis about 
loudness constancy. 
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ABSTRACT 
A new application for the NeXTSTEP 
operating system - currently under 
development at CCRMA - will be 
presented and explained. In this 
application, the user visually explores 
different pitch spaces by manipulating 
a 3-D version of the model, which in 
turn controls MIDI hardware in real 
time and can give the user immediate 
aural feedback on an entire subset of 
a chroma family. 

The possible existence of unexplored 
pitch dimensions has been outlined in 
[Moreno, 1992a] and [Moreno. 1992b] as a 
first step for cognitive research in this ar
ea, and for applications to music composi
tion and software. This paper attempts to 
introduce a three-dimensional model of n 
embedded pitch spaces, in which the visu
al parameters of the model are related to 
the perceptual properties of both, the stan
dard octave-based chroma space, and the 
subsequent, embedded non-octave based 
expanded chroma spaces as functions of 
their perceptual salience. Thus, the model 
shows that a level of perceptual salience (S) 
of non-standard pitch spaces is highly cor
related to the parametric geometry of a <t>. 
R. and : model, where <t> is a polar angle 
representing expanded, contracted or stan
dard chroma. A is a polar radius repre
senting a subset of a chroma family, and z 
is the pitch continuum: these are the three 
parameters that generate the helix. 

The top figure on this page shows the con 
trol window of the application. By specify
ing a radius = 1/2, (the exponential base of 
the scale = # ' ' ) a n d angular displacement 
= 27t/12. (for 12 pitches per cycle) and ini
tial frequency = 100 Hz. we obtain in this 
example both the usual Western tuning for 
the connected MIDI instrument (by clicking 
on the "TUNE SYNTHESIZER" button), 
and the graphical display of its fun lion 
showing the dimensions of chroma family 
(it), pitch class (<t>). and pitch hight (z). The 
drawing of the graphic and the tuning of thi 
instrument should be nearly instantaneous. 

The lower figure shows thai scale degree 
no. 36 has ben selected for viewing and/or 
for tuning editing (useful for example to dc 
fine stretched octaves, etc.). 
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The top figure on this page 

shows the result of applying the 
"Find all Pitch Classes for 
Pitch above" function to the re
sults of the data obtained so far 
in the previous window. The 
"harmonic interval =" display 
will depend on the radius of 
the helix, and, provided the de
nominator is an interger < 10, 
the display will use a word, oth
erwise a numeral will be dis
played; the same applies to the 
column in the main display un -
der the heading: "Prime Inter
val". Now that all piches that 
belong to the same pitch class 
as pitch # 36 have been selected, 
we can adjust their tuning in ei
ther Hz, Cts, or steps (according 
to the currently defined step 
size). This function is useful for 
rapidly defining any non-equal 
teperament - provided that we 
know the departure of its n pitch 
classes from the nearest equal 
temperament. Either buttons, 
slider, or direct typing may be 
used for data entry, and the syn
thesizer's tuning tables and the 
graphic display are updated at 
any stage by clicking on the 
"TUNE SYNTHESIZER" box. 

The lower figure on this page 
shows a tuning based on a fre
quency increment equal to the 
twelfth root of three and known 
as expanded tuning A-12. It is 
based on the 3rd harmonic of the 
harmonic series; other tunings, 
however, may be defined on in
harmonic, arbitrary bases and 
immediately listened to and visu 
ally explored with minimal data 
entry. 

Possible new features could 
include simultaneously compar
ing two different tunings on the 
display and changing the graph 
and the instrument's tuning with 
the mouse. 
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1 Introduction 
We describe here the process of collaboration 

that went into the creation of a The Seven Wonders 
of the Ancient World a seventy-minute, seven-
movement concerto by Jaffe, scored for remote-
control piano and an acoustic ensemble of eight 
instruments. The solo piano part, written specially 
for Schloss and developed in collaboration, for the 
Yamaha Disklavier C7 Grand Piano Mark II (a piano 
that can "play itself under computer control) and the 
Mathews/Boie Radio Drum [Boie et al, 1989] (a 
device that conveys three-dimensional gestures to a 
computer.) The Drum and Disklavier are connected 
via a Macintosh computer running software created 
with MAX (Puckette/Zicarelli.) Thus, the final result 
of this work is entirely acoustic. 

The piece was developed in four stages: initial 
research on the "percussionistic" use of the Drum 
(Schloss), exploration of the Disklavier and of the 
Drum-Disklavier interaction (Jaffe, with extensive 
input from Schloss), composition of the work itself 
(Jaffe), and a period of refinement of the solo part 
(Schloss, with extensive input from Jaffe.) This 
mode of collaboration was markedly different from 
the authors' previous collaboration. Wildlife [Jaffe 
and Schloss, 1992 and 1994], a collaboratively-
composed and -performed work [Jaffe and Schloss, 
1994]. In this paper, we distinguish between the 
contributions of the authors by referring to them as 
"the composer" (Jaffe) and "the performer" (Schloss). 
The reader is requested to keep in mind that this 
division simplifies to some extent the actual 
collaboration that took place, as well as the fact that 
in a quasi-improvisational context the boundary 
between composition and performance is somewhat 
blurred. 

The first four movements of The Seven Wonders 
have been completed and were recorded at the Banff 
Centre for the Arts in 1993 and premiered at the 
University of California at San Diego in May 1994. 
These three movements, taken as a group, are known 
as "Pan I" of the work. The remaining three 
movements are in progress. 

2 The Seven Wonders of the Ancient 
World 

Two statues, a temple, a roof-top garden, two 
tombs and a lighthouse. This rather odd collection of 
monuments has come down through history as "The 
Seven Wonders of the Ancient World." All but one 
(the Pyramids) have been destroyed, either by Nature 
or by human hands. A closer look at the Wonders 
reveals a Crosshatch of parallels and oppositions. 
Two deal with death—the Pyramids and the 
Mausoleum. The Hanging Gardens glorify cultivated 
nature, while Artemis was the goddess of wilderness 
and wild animals. The two statues are of the 
heavens—Zeus, the god of thunder and rain; and the 
sun god of the Colossus of Rhodes. How can the 
essence of these monuments be conveyed in music? 
In searching for an answer, the composer turned to 
the Disklavier and the Radio Drum, the latter used in 
a percussive manner. Note that this differs from the 
conductor paradigm followed by Max Mathew's 
"Conductor" software [Mathews, 1988], and used in 
the composer's Terra Non Firma [Jaffe, 1994]. 

The sound of the Drum-Piano is further 
expanded by an unusual ensemble consisting of 
instruments that extend the piano's sound—five 
plucked string instruments (harp, mandolin, guitar, 
harpsichord, and contrabass), two percussionists who 
play primarily pitched instruments, and one 
instrument capable of sustained sound (harmonium). 
In addition, the contrabass sometimes plays arco, 
providing another sustained sound Since these 
instruments are used in a predominantly orchestral 
role, we refer to them as the "orchestra," despite the 
relatively small size of the ensemble. Finally, an 
improvisational approach to extended cadenzas in the 
solo part allows the performer to respond and 
communicate intimately with his unusual instrument. 
The result is a new kind of piano concerto. 

3 Methodology 

3.1 Building an Instrument. Part 1: The 
Controller 

The Radio Drum part is based on the foundation 
developed by Schloss during the period 1988-1990 
[Mathews and Schloss, 1989]. After much 
experimentation, the percussionist's apparatus 
stabilized as follows: He performs on the Radio 
Drum with two mallets, allowing six degrees of 
freedom, while his feet control an Elka MIDI organ 
foot-pedal, a polyphonic device consisting of 18 
velocity-sensitive pedals. Both devices send 
information to a Macintosh computer. Each of the 
Drum mallets may be in one of two modes. In 
"whack mode", the Drum sends data each time its 
surface is struck (more precisely, each time the 
mallet changes direction.) In "continuous mode", the 
Drum sends position data, whenver it is polled by the 
computer, usually continously. 

3.2 Building an Instrument. Part 2: Radio 
Drum Meets Piano 

Work on this piece began with a series of 
experiments (or "sketches") in combining the Drum 
and Disklavier, during the summer of 1992 at the 
Banff Centre for the Arts, where the authors were 
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Resident Artists. The composer discovered that the 
flexible and seemingly-magical mapping of 
percussion gestures onto piano mechanism makes 
possible the grand, monumental, yet very 
uncharacteristically "pianistic", sounds the Seven 
Wonders idea called for. We created a set of quasi-
improvisational scenarios, each with a strong 
immutable identity, but allowing the performer an 
opportunity to interact with a strong sense of 
immediacy with the Drum-Piano [Schloss and Jaffe, 
1993]. 

A variety of approaches were used in exploring 
the rich space of possibilities. First, the composer 
explored compositional ideas on the Disklavier alone, 
focusing on effects that would be difficult or 
impossible if the piano were played in the 
conventional manner. Later, the parameters were 
refined and mapped onto the Drum. Since the effect 
of a given gesture on the Drum is entirely up to the 
composer, the Drum often controls aspects of 
compositional algorithms. 

Other effects were conceived with the Drum 
itself in mind. One of the most intriguing aspects of 
the Drum-to-Piano transformation is that it enables 
the idioms, conventions and vocabulary studied by 
percussionists to be applied to the alien world of 
piano sound production. In one case, we created a 
"drum set" in which regions of the Drum surface 
correspond to musical gestures on the piano. For 
example, one region might play a rapid trill, another 
might play a staccato chord, a third might play a 
quick series of notes. The gestures are all short 
enough to allow the performer to play the Drum as if 
it were a trap set, but one in which each "instrument" 
is actually a piano motive. 

Often, the composer would implement a 
configuration, the performer would try it, and then 
the performer would suggest a modification (see 
section 4.1). Occasionally, this interaction was 
reversed, as in the "rhythmic grid" of movement III 
(see section 3.3) which was suggested by the 
performer, then implemented and refined by the 
composer, who played the Drum part himself as a 
way of exploring its potential. This illustrates the 
fluidity of roles typical of the collaborative process, 
with the performer assuming aspects of the 
composer's role and vica versa. 

3.3 Compositional Strategy 
The third phase involved the composition of the 

orchestral parts and was carried out by the composer 
alone during the period January 1993-May 1993. He 
returned to California armed with a set of some 
twenty completely different approaches to interaction 
between the Drum and Piano, as well as several hours 
of recordings of improvisations with various Drum-
Piano configurations. He then began structuring this 
material into a concerto, proceeding by selecting one 
or two highly-characteristic approaches for each 
movement of the piece and structuring the movement 
around them. Examples are given below from the 
first four movements. 

The first movement, The Pyramids, is based 
almost entirely on 88-note effects in which every 

note of the piano is played on each gesture (see 
section 4.1). The orchestral material is 
complementary, much of it based on chromatic tone 
clusters. For example, an extended passage for 
harpsichord, mandolin, guitar and harp rhythmically 
explores an 18-note tone cluster melody, with each 
instrument playing some portion of that cluster and 
changing which portion it plays as the melody 
moves. The harmonium and arco bass also figure 
prominently in this movement, playing tone clusters 
and minor seconds that swell and fade, growing and 
contracting. The second half of the movement is an 
extended Drum-Piano solo with commentary by the 
timpani and glockenspiel, leading eventually to a 
climax whose resonance is allowed to ring 
throughout a coda section, in which this resonance is 
taken up by the harmonium, guitar, low harp and bass 
playing harmonics. 

The second movement, The Hanging Gardens of 
Babylon, is built on a simple melody, ornamented in 
a variety of ways. Here, the Radio Drum controls a 
"time map" that influences how far cascading 
melodic strands drift with respect to one another, 
floating between homophonic and canonic textures. 
The orchestral material is similarly conceived, with 
melodies that proceed with like melodic contour, but 
not in lock-step synchronization. 

The third movement, The Statue of Zeus in the 
Great Temple of the Sacred Grove, is based on 
pulsations at various conflicting tempi. The Drum 
performer improvises in the context of polyrhythms 
by moving within a "metrical grid," performing 
cross-rhythms and creating metric modulations as 
each new rhythm is "latched" to become the 
dominant pulse. The orchestral music is similarly 
based on conflicting pulsations. At one point, the 
orchestra's multi-rhythmic patterns suddenly become 
homogeneous as the Radio Drum breaks into an 
improvised solo that attempts to contradict the 
pulsations of the orchestra. 

The fourth movement, The Colossus of Rhodes, 
is entirely based on trill-derived material, performed 
by the Radio Drummer (see section 4.2) and taken 
up by the orchestra using a technique of gradual 
disintegration of ensemble, in which the conductor 
begins conducting and then stops, allowing the 
instruments to drift out of synchronization until they 
all arrive at the final trilled fermata [Brant, 1980]. 
Eventually, the trills morph into a wild fiddle tune, 
performed by the Radio Drummer over a string band 
accompaniment, eventually disintegrating into a 
rhythmic chaos that finally leads back to the trills. 

3.4 Shaping the Performance 
The final phase involved refining the 

improvisational cadenzas and structuring the 
software into a series of sequential cues. This work 
was carried out at CNMAT (U.C. Berkeley) and the 
Banff Centre for the Arts in July 1993. 

Before the solo part could be shaped, we had to 
devise a system of sequential cues so that the various 
configurations of the Radio Drum could be accessed 
as specified in the score. This was done by 



introducing a global "current cue" variable that 
selects the appropriate functionality. One pedal is 
used to advance to the next queue, while another is 
reserved for stepping back a queue for rehearsal 
purposes. There is also a graphical user-interface 
that allowed for random access to any queue. 

Shaping the solo part required extensive 
practicing with each of the Drum-Piano's 
improvisational scenarios. The performer began by 
executing the instructions in the score as written, 
asking questions of the composer when necessary. In 
most cases, coaching by the composer, plus long 
sessions in which the performer alone explored the 
possibilities of the scenarios, were sufficient to refine 
the solos. Sometimes the performer would add 
detailed annotations to the composer's general 
instructions, to remind himself to focus on aspects of 
the improvisational space that he found particularly 
effective. In one or two places, these additions took 
on a structural significance and were added to the 
score itself. The final result still left the performer a 
good deal of room to improvise in the performance 
itself, but with "guide-posts" enabling him to find his 
way and allowing the conductor to fit in the 
orchestral part. 

4 Challenges and Opportunities 
A number of challenges were involved in the 

creation of this piece. Each posed a problem, but 
also presented opportunities for innovation. The first 
was to discover ways of using the Drum-Piano 
combination idiomatically so that the strengths of 
each instrument are maximized, while the 
weaknesses are minimized. The second challenge 
was to work within the physical limitations of the 
Disklavier, which are entirely different from those of 
a synthesizer or sampler. In approaching this issue, 
we were led to some fascinating algorithms that we 
would have been very unlikely to find had we not 
been required to work within the constraints of the 
piano mechanism. A third challenge was to provide 
the performer with enough freedom to take advantage 
of the expressive potential of the Radio Drum, while 
remaining in the context of a fully-composed 
concerto. 

4.1 What is "Idiomatic" for the Drum-
Piano? 

The Radio Drum is excellent for playing rapidly 
and for controlling multiple independent variables at 
the same time. However, it is not very good at 
random access to a large set of discrete values, such 
as the pitches of a piano. Therefore, when exact 
pitches were required, we used a "sequential drum" 
mode, in which each note of a stored sequence is 
played each time the Drum is struck. A different 
version of the sequential approach is used in "The 
Hanging Garden of Babylon." Here, a pre-composed 
melody is played, duplicated at several transposition 
levels, while the Drum controls the drifting of the 
voices with respect to one another, using a real-time 
performance "time map" [Jaffe, 1985]. The Drum's 
left mallet is in continuous mode here and 
implements the following mapping: The x axis 
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determines how far the voices move out of 
synchronization. As the performer moves the mallet 
to the right, the voices move from unison rhythm to a 
kind of heterophony, and eventually to a canonic 
texture. They axis controls dynamics. The right 
mallet restarts the melody. 

Similarly, the piano is constrained by a number 
of factors, not the least of which is the geometry of 
the human hand. In weeffort to exploit the Dnim-
Piano combination in an idiomatic manner, we 
explored techniques that would be awkward or 
impossible if the piano were played in a conventional 
manner. For example, for "The Pyramids", the 
composer was interested in creating ponderous 
massive blocks of sound, each comprising all 88 
notes of the piano. We devised a mapping of the 
Drum in which all 88 notes of the piano are played 
each time the Drum surface is struck with the left 
mallet, with the speed and loudness of these notes 
corresponding to the y value and how hard the Drum 
is struck, respectively, and the x axis controlling the 
"correlation" of these notes as follows: The right 
side of the Drum corresponds to the most correlated 
effect—a single 88-note chromatic glissando. The 
left side of the Drum corresponds to the least 
correlated effect—88 notes in random order. 
Between these points are such combinations as 4 
groups of 22-note glissandi, 8 groups of 11-note 
glissandi, etc. Multiple instances of this process can 
be active at once. 

The score calls for the performer to improvise 
with this mapping for several minutes. After 
extensive experimentation, we decided the performer 
needed more control over the configuration. This led 
to a modification of the original plan: As originally 
implemented, the direction of each glissando was 
randomly determined. However, the performer 
wanted to be able to create multiple cascading 
glissandi in the same direction. Therefore, we 
modified the algorithm to allow assignment of 
glissando direction from a foot pedal. Also, the 
performer found that slow 88-note gestures could 
continue for an annoyingly long time, leading to an 
undesirable plodding effect; he wanted a way to stop 
the gesture midstream. So we gave the right mallet a 
special role; it stops the most recently-begun 
instance. For example, the performer can start a slow 
88-note glissando, play several other gestures on top 
of it and then stop several of the latter gestures while 
the initial gesture continues. 

This mapping allows for a great deal of 
improvisational variety, despite the severe constraint 
that each Drum stroke produces 88 notes. 

4.2 Physical Limitations of the Piano as a 
Source of Inspiration 

The physical limitations of the Disklavier include 
the duration required for a piano key to bounce back 
before it can re-strike the strings; the number of notes 
that can be played simultaneously; the maximum 
duration a note or the pedals can be held down; and 
the delay between the reception by the piano of a 
MIDI message and the sounding of the corresponding 
note, which depends on the velocity with which the 
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string is struck. The process of working around these 
limitations led to discovery of an interesting set of 
effective mappings from the Drum to the Disklavier 
that we would have never found were we not 
working within the confines of the piano's 
limitations. For example, the score called for an 
improvisational scenario in which the Drum's X axis 
is mapped to pitch and the performer's left hand 
played four-octave chords in a D major scale, while 
the right hand played the same chords in a D minor 
scale. As soon as the performer started playing 
quickly, the limitation in the piano's action became 
problematic. The solution we discovered was to 
constrain the piano to never repeat the same pitch 
twice. If the performer attempts to strike the same 
location on the the Drum surface twice, the pitch 
"dithers" in the vicinity of the pitch corresponding to 
the location where he struck. This dithering is in the 
context of the scale of the hand with which the 
performer played. For example, if the left hand plays 
a G and the right hand then strikes the same location 
on the Drum, the resulting pitch is F-natural. 
However, if the right hand plays a G and the left hand 
then strikes the same location on the Drum, the 
resulting pitch is F-sharp. This simple variation on 
the original design was an enormous improvement. 
The performer could now play as fast as he wanted 
and the piano kept up beautifully. More 
significantly, the resulting musical effect was 
substantially more effective and intriguing than that 
of the original design. This is especially apparent 
when the Drum is switched to the continuous mode. 
In this mode, even when the mallet is held in one 
position, an interesting constellation of 

pitches result. If, as the score calls for, the 
mallet is swept slowly from left to right, the effect is 
a generally-ascending set of gestures, but with a local 
elaboration that greatly enhances the melodic 
interest 

4.3 Performance Freedom in the Context of 
a Fully-Composed Concerto 

Since the Drum is a fully-configurable 
instrument, it is up to the composer how it is used to 
affect a musical result. In The Seven Wonders of the 
Ancient World, it is used in a wide variety of ways 
that often cross the boundary where expression meets 
improvisation. The model that seems to come closest 
to the way we worked is that of the concerto with 
improvised cadenzas. The programming of the Drum 
is where the composer and performer meet. The 
composer provides a virtual world or language in 
which the performer can express himself. The 
freedom is not limited to unaccompanied passages, 
but appears often in conjunction with the orchestra. 
In such cases, the composer was especially careful to 
guarantee that no undesirable orchestrational 
collisions could result. 

For example, in "The Colossus of Rhodes", the 
piano plays twelve simultaneous trills. One trill is 
considered "selected". The selected trill is chosen 
continuously according to the performer's left hand 
X location. The speed and loudness of the selected 
trill corresponds to the left hand z location—as the 

hand approaches the surface, the trill speed and 
loudness increase. The right hand controls the speed 
of the non-selected trills. The score includes 
passages where the approximate range of the selected 
trill pitch is specified, along with the dynamics, while 
it is up to the performer to select an appropriate trill 
pitch. In other passages, the performer has freedom 
to improvise in the context of this highly-constrained 
"trill world." 

5 Summary and Acknowledgements 
Mappings from percussive and continuous 

gestures to piano sound production make possible a 
new realm of piano music. The approach of using 
quasi-improvisational scenarios for the Radio Drum 
part can allow a composer sufficient influence over 
musical materials, while simultaneously allowing the 
performer freedom to realize the potential of his 
instrument. 

Work on this piece was supported in part by a 
Collaborative Composer Fellowship from the N.E.A., a 
federal agency. Further support was provided by the 
Banff Centre. Special thanks to Yamaha for providing 
the Disklavier used in developing the piece. Thanks also 
to Max Mathews and Bob Boie for their marvelous 
inventions. 
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