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ABSTRACT

There  is  precedent  for  approaching  the  problem  of 
generating  musically  aesthetically  consistent  data  using 
both Markov models of fixed and variable orders as well as 
Bayesian prior models.  I am devising a system, written in 
the  strongly-timed,  concurrent  object-oriented 
programming  language  Chuck,  to  attempt  a  real-time 
composition capability  based upon a mixture of  Markov 
and Bayesian models applied to features of pitch, duration, 
amplitude,  tempo, dynamics,  melodic patterns,   and key. 
Sets of predetermine probabilities for  state transitions are 
provided  for  pitch,  duration  and  gain  parameters;  the 
models for each of  these features  keep track of  both 3rd 

order and variable order memories.   Transitions of these 
features leverage,  in the case of key detection using the 
Krumhansl-Schmuckler  key finding algorithm, both total 
memory  of  the  pitch  feature  and  knowledge  of  event 
durations.   The approach to pattern recognition is a fuzzy-
logic Markov model where decisions are based on a set of 
rules  rather  than  absolute  weights.   This  patten  based 
approach  is  applied  to  both  the  recognition  of  melodic 
content, in the identification of themes, as well as rhythmic 
content.  Both of these types of patterns  are presumed to 
evolve in roughly the same time frame so similar sets of 
rules can be applied to them..

INTRODUCTION

Iannis Xenakis, in his book “Formalized Music,” presents 
a view of the mathematical rules of  musical composition 
as  a  means  of  bridging  the  gap  between  a  composer's 
intuition and the realization of a composition; his work and 
that of others of his ilk lead to the development of myriad 
computer-based  systems  devised  to  formalize  this 
transition from intuition to realization [6] [12].   
  Probabilistic systems are those which leverage the 
output  of  a  stochastic  process  when  determining  the 
transition from the current state to a future state.  This is 
hardly  an  extension  of  the  aleatoric  principle  but  it 
provides  a  more  robust  framework  in  the  context  of 
composition as the duration of states can be dramatically 
reduced and it  leads us to a set of mathematical  models 

with significantly greater flexibility.
Further development in the scope of compositional 

models can be found with the introduction of some level of 
context  sensitivity.   For instance,  the output  of a system 
which has a predetermined knowledge of the key in which 
it  is  functioning will be much closer to that of a human 
composer  than  the  output  of  a  system  that  uses  only 
knowledge of the current state in the course of predicting 
subsequent output.  However, even such knowledge is far 
from  sufficient  when  devising  a  system  capable  of 
emulating a human composer.  

An  attempt  at  such  emulations  presupposes  a 
decision on the part of the programmer regarding some set 
of salient characteristics of the style of music the system is 
to produce.  One approach to this essential conundrum is to 
train  the  system's  decision  making  processes  on  a  pre-
existing corpus; however, such a decision eventually limits 
the potential  output of  the system.  While this approach 
provides a means of generating consistent output between 
repetitions, I am only interested in using such data as the 
basis  for  determining  the  consistency  of  other 
compositional  rules  rather  than  as  the  source  of 
compositional decisions within the scope of my program.

HISTORY 

Some  of  the  earliest  computer  systems  were 
designed to compose aleatoric music; such systems narrow 
the scope of the decision making process by classifying a 
set of relations between various aspects of the piece but 
leave  the  generation  of  the  resulting  piece  to  chance. 
While  many such  systems remain  comparatively  limited 
when it comes to the composer predicting and directing the 
eventual  output,  these  systems  embody  an  approach  to 
computer-mediated  composition  that  remains  at  the 
essence of structurally and mathematically more complex 
systems.  
  As aleatoric systems were developed, the resulting 
musical  output  frequently  suffered  from  an  insufficient 
projection of the composer's initial intuition, especially as 
the piece progressed.  This is likely the result of the need to 
strictly formalize all possible states before the introduction 
of  randomness  and  the  concurrent  loss  of  control  as  a 



series  of  stochastic  processes  evolves.   Alternate 
approaches,  such  as  rule-based  systems  with  random 
changes suffered as well as the eventual composition could 
not move outside of the scope initially defined by the rules. 
Such failings of aleatoric and rule based systems  were not 
insurmountable,  however,  as  is  apparent  from  the 
development of more complex probabilistic systems which 
continue to leverage stochastic processes.
 Many current composition systems are constructed 
around a  Markov implementation  of  the  aforementioned 
probabilistic model; this works well because it  is safe to 
assume that the features parametrized for the composition 
system exist in a finite state space.  In its simplest form, a 
1st order Markov model is a memoryless decision making 
construct  which  works upon the  premise  that  the  future 
state  is  independent  of  the  past  state  given  the  present 
state;  this  is  known as  the Markov property.   In  such  a 
memoryless form, however, a Markov driven composition 
still  suffers  from many of  the  same dilemma's  faced by 
earlier aleatoric systems.  At any current state in a Markov 
model, a series of weights summing to one are generated 
which define the transition probabilities from that state to 
all known possible future states yet in the 1st  order model, 
there is insufficient information to guide subtle changes to 
those weights over time.    
 The issues arising from this lack of memory can be 
rectified by increasing the order of the Markov model.  A 
fixed  2nd order  model  introduces  a  memory of  the most 
recent  prior  state  when  computing  the  weights  towards 
future states at the present.  A fixed order can be increased 
thus yielding a deeper memory for the decision about to 
occur as we move past the present state.  By introducing 
higher  fixed-order  models  to  the  domain  of  music 
composition systems, the weights can be adjusted so that 
the  output  can  for  the  first  time  realize,  recognize,  and 
repeat phrases.
 As  the  transition  weights  from  the  current  state 
become more  finely  tuned  with  the  incrementation  of  a 
fixed-order model, it is apparent that such a system can be 
optimized given maximal order.   To this end, there exist 
systems which incrementally grow the size of the memory 
under  consideration  for  the  tuning  of  the  present  state's 
transition  weights  as  the  system  composes  subsequent 
outputs.  These models are known as variable-order and, 
while  more  computationally  intensive,  especially  as  the 
composition progresses, they represent the current apex of 
potential  for  Markov  systems  with  predetermined 
transition weights.  [3][10]
 Given sufficiently  complex features,  however,  the 
generation  of  predetermined  transition  weights  may  be 
infeasible.  In this case, an alternate means of determining 
the transition weights may be found in the domain of fuzzy 
logic.  Here, rather than defining a set of probabilities for 
the  transitions,  the  transition  decision  results  from  the 
answers to a set of salient questions about the current state. 
While such systems benefit from the potential to generate 

transitions out of states that are not fully understood, they 
simultaneously suffer as the fuzzy Markov paradigm does 
not lend itself to leveraging memory of past states. [2][8]
 One  extension  to  the  Markov systems  previously 
described  that  can significantly  augment a  computerized 
composition system is the introduction of context as well 
as  memory  to  the  determination  of  the  transition 
probabilities  in  a  directed  acyclic  graph.   This  roughly 
describes  a  Bayesian  approach  to  finding  transition 
weights  based  not  only  on  the  history  of  the  feature  in 
question but on the conditional probability of that feature 
given another [1][5]. 

In the course of my approach, I  introduce several 
levels of context to influence the transition weights to the 
states  available  for  a  given  feature.   Specifically,  I  am 
interested in contextual knowledge pertaining to multiple 
time  frames  [5].   For  each  of  the  three  seeded  features 
there  exists  a  corresponding  feature  associated  with  the 
behaviour of the seeded features over the entire course of 
the  composition.   Such  general  trends  in  the  values 
associated  with  each  of  these  features  necessarily 
influences  the  likelihood  of  the  continuation  of  such 
trends;  however,  in  most  human-composed  music,  there 
remain  cycles  of  changes to  these  parameters  of  shorter 
duration than the piece as a whole [2] [10].

My approach to this mimicking of such behaviours 
in the course of this composition system involves analysis 
of the entire prior composition both in terms of consistent 
trends identified as existing over the course of the entire 
composition, as well as the identification of shorter, slowly 
evolving patterns.   Such an approach involves a means of 
performing  an overarching  analysis  on the output  of  the 
program as well as a technique for segmenting the piece as 
a whole into shorter patterns of interest [8].  However, with 
such knowledge, the program will be capable of taking a 
probabilistic  approach  to  data  that  is  less  significantly 
randomized  thus  potentially  constructing  a  composition 
that more closely reflects the aesthetic of the programmer 
[10].  In the course of devising such a system, I am hoping 
to  derive  output  that  draws  sufficiently  upon  this 
knowledge that the output of the system remains consistent 
for  similar  seeds  yet  is  not  as  limited  as  those  systems 
trained upon a single corpus.

SYSTEM  DESCRIPTION

I  am  coding  a  system  to  generate,  in  real  time,  a 
composition consistent across a set of 7 parameters, which 
may be  loosely  grouped  into  two sets,  those  which  are 
seeded  and  those  which  are  derived.   The  first  set 
encompasses pitch, duration and gain; these are seeded by 
the  composer  proposing  a  progression  of  4  events 
embodied by parameters to these features and entered live 
into the system via MIDI.  The second set encompasses 
tempo,  dynamics,  melodic  patterns  and  overarching  key 
which  are  derived  from  algorithms  leveraging  the 



information  regarding  the  seeded  features.   Eventual 
composition of subsequent events is based upon analysis of 
the seeded features' 3rd order and variable-order histories. 
Some  of  the  analysis  functions  consider  only  a  single 
feature's memory, while others generate output based upon 
analysis of multiple features.  
 Using  an  analogy  to  the  psychologists' 
understanding of memory, the information available to the 
weight  prediction algorithms may be  loosely grouped in 
parallel with the aforementioned parameter groupings into 
a declarative memory and a procedural memory [3].  The 
declarative memory is here embodied by a predefined set 
of  transition  weights.   The  procedural  memory  evolves 
slowly based upon the analysis of the derived features, it 
involves the tendency to skew the future output to repeat 
patterns similar  to those recognized to already be in the 
system's history.  It is the combination of these two sources 
that is used ultimately to determine the transition weights 
for the seeded features.

CODE DESCRIPTION

 For now, I will discuss the code from a top down 
perspective, elucidating the details of just one path leading 
to  the  eventual  production  of  the  future  state  for  one 
feature.  The code for this system involves a main function 
which allows the composer to input a series of four notes 
from a MIDI keyboard.  In addition, there is a hierarchy of 
classes at  the top of which is  a  class encompassing two 
subclasses,  one  for  the  seeded  features,  and one  for  the 
analyzed features.  In each of these subclasses, there is a 
parent  class  for  the  data  relevant  to  all  of  the  thus 
categorized features; this includes variables to keep track 
of the selected fixed order as well as the current variable 
order  size  augmented  by  read  and  write  pointers  for 
extraction of specific memories by the respective, relevant 
algorithms.   In  the  seeded  feature  class,  there  are  three 
classes, one each for pitch, duration and gain which extend 
the more  generalized  parent  class.   In,  for  example,  the 
note pitch class there are arrays for the fixed and variable 
order  memories  as  well  as  functions  to  set  and  retrieve 
these;   in  addition  there  is  a  function  which  assimilates 
both the declarative and procedural knowledge regarding 
the  feature  that  combines  the  two  and  uses  them  to 
generate the next pitch composed by the system.
  Below  is  an  outline  of  the  organization  of  the 
classes that exists in order to encapsulate this information. 
The classes in the middle are specific to the analysis and 
prediction of the pitch feature.  While the basic transition 
information exists for each of the seeded features, the key 
finding  algorithm  provides  the  broad  contextual 
information regarding pitch; corresponding information for 
the other seeded features is encapsulated in their respective 
analysis functions rather than an external class as there is 
no memory for such characteristics of gain and duration. 

–
[Fig 1]

This figure provides a general outline of the classes 
associated with the program.  Each composed event occurs 
after  the  formation  of  a  new  instance  of  the  feature 
collection class object.  This instantiates two classes, one 
of  seeded  features  and  one  of  analyzed  features,  the 
contents  of  which  are  classes  particular  to  each  of  the 
seven features being tracked.  Each of these seven classes 
inherits from a generalized feature state parent class which 
contains  a  series  of  pointers  to  the  dynamic  arrays  that 
exist as the memories for each of the features.  While the 
entire memory is kept for each feature in its own specific 
class,  along  with  an  algorithm specifically  designed  for 
calculating the state of that feature in the next event, the 
parent  class  contains  a  set  of  pointers  into that  memory 
which allow the algorithms to examine various amounts of 
the relevant memory.  

In  addition,  for  each  of  the seeded  features  there 
also exists a class containing the possible sets of transition 
weights  which  are  used  by  the  predictive  algorithms 
depending  upon  the  amount  of  context  currently  being 
considered.  This has been developed most completely for 
the  pitch  feature  but  similarly  varied  transition  sets  are 
relevant for each of the seeded features.
 The declarative memory for the pitch feature is a set 
of  weights  to  transitions  to  each  of  12  possible  pitch 
classes.  Even given a 3rd order model for these weights, 
there  exists  more  information  which  is  relevant  to  the 
transition weights.  Specifically, it is not helpful to have to 
assume that the current pitch state is the tonic.  Therefore, I 
have written a port to chuck of the Krumhansl-Schmuckler 
key-finding algorithm.  This algorithm looks at the variable 
order memories of both the pitch and duration features and 
upon analysis presents the pitch generation function with 
this  knowledge  which  is  in  turn  used  to  recalibrate  the 
transition weights. 

While  the  application  of  the  Krumhansl-



Schmuckler  algorithm to the entire  piece is  sufficient  to 
ensure that the output of the program is consistently within 
the key  key,  such  consistency seems insufficient  for  the 
output to  be deemed musical.   To this end, I  worked to 
devise  an  additional  approach  to  the  emendation  of  the 
transition  weights;   this  technique  was  intended  to 
introduce a level of shorter, thematic context to the weights 
for the various transitions.  

The initial  theme is the seed  pitches.   Given this 
knowledge, subsequent themes are determined to be any 
pattern of a minimum of four pitches that deviate from a 
predefined theme by no more than one pitch.  Alternately 
any  pattern  that  exactly  mimics  a  pre-existing  theme 
transposed to a different starting pitch is also determined to 
be a new theme.  Also, any pattern that is identical to a pre-
existing theme inverted is also added to the list of possible 
themes.  While I only have these rules currently applied to 
pitches, such a set of rules is also relevant to the definition 
of rhythmic patterns as well.

CONCLUSION

At  the  moment,  I  have  not  yet  managed  to 
implement this shorter context sensitivity for any feature 
but pitch.  However, I am still trying to come up with a 
way to take this fuzzy-logic, rule-based, pattern matching 
approach  and  apply  it  to  dynamic  behaviour  as  well  as 
rhythmic  evolution.   On  the  whole,  it  seems  that  the 
approach  taken  in  this  program  provides  a  significant 
means for the programmer to introduce a set of relevant 
rules for the composition without limiting the output of the 
program to a mimicry of a predetermined genre.
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