
The Fourier Transform 

5 .0 Introduction 

This chapter will continue the discussion of the importance of sine waves. It 
will introduce the Discrete Fourier Transform (DFT), a general and powerful 
tool for dealing with all types of signals and systems. The Fast Fourier 
Transform (FFT) will give us a means of computing the DFT quickly and 
efficiently. Properties of the DFT will show us fast and clever ways to 
implement and design digital filters; to identifY frequencies and other para
meters for modal synthesis; and new ways to look at peM audio and synthesis. 
We'll present a number of properties of sound spectra, and some interesting 
applications of frequency domain processing. 

For those who are math-averse, if you really don't want to plow through 
all ofthe math in this chapter, you should at least read Section 5.1, and Sections 
5.8 through the end. The other sections (and Appendix A) present definitions, 
proofs, and properties intended to help you truly trust and appreciate the power 
of the mathematical tool of the Fourier transform. Some of the properties 
given in Appendix A will be important in later chapters, so at least a quick 
look at that appendix would be helpful. 
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52 5. The Fourier Transform 

5 . 1  The Frequency Domain Spectrum 

In general, we live in the time domain, but perceive many aspects of objects 
and processes in the frequency domain. Recall that in Section 2.4.2 we 
discussed "the 30 Hz transition,)' which refers to the fact that events happening 
much faster than 30 times per second are perceived as spectral events in 
frequency, rather than gestural events in time. 

Recall the importance of sinusoids in modeling physical systems like the 
mass/spring/damper, the plucked string, plates, membranes, and many other 
sound-producing objects that exhibit clear modal vibration patterns. Sine waves 
are also important in any type of linear time-invariant systems, because if a 
sine wave is passed through an LTI system, it will come out with the same 
frequency, but possibly with modified phase and amplitude. Passing mixtures 
of sine waves through LTI systems causes mixtures ofthose same sine waves 
to appear at the output (no new frequencies appear; this is an extension of the 
superposition property ofLTl systems). You can prove this to yourselfusing 
the linear systems math we've developed and used so far. 

Now we will see that sine waves are extremely important for yet one 
more reason. We'll learn that just as light can be passed through a prism to 
break it into the individual light frequencies from which it is composed, sound 
can be separated into individual simple frequencies (sine waves). The set of 
individual amplitudes and phases ofthe sines that make up a sound are called 
afrequency spectrum. The mathematical technique used to tum a time-domain 
waveform into a frequency-domain spectrum is called a transform. The math 
used to turn a frequency-domain spectrum back into a time-domain waveform 
is called an inverse transform. Using the frequency spectrum to inspect aspects 
of a sound is called spectral analysis. 

5.2 The Fourier Series 

We saw in Section 4.2 that the plucked string supports certain spatial vibrations, 
called modes. These modes have a very special relationship in the case of the 
plucked string (and some other limited systems) in that their frequencies are 
all integer multiples of one basic sinusoid, called thefundamental. This special 
series of sinusoids is called a harmonic series, and lies at the basis of the 
Fourier series representation of shapes, waveforms, oscillations, etc. The 
Fourier series solves many types of problems, including physical problems 
with boundary constraints, but is also applicable to any shape or fllllction. 
Any periodic waveform (repeating over and over again), F can be per, 
transformed into a Fourier series, written as: 
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5.3 The Discrete Fou rier Transform 

The ao term is a constant offset, or the average of the waveform. The 
bm and cm coefficients are the weights of the "mth harmonic" cosine and sine 
terms. If the function Fpe/t) is purely even about t = 0 (this is a boundary 
condition like that discussed in Chapter 4), only cosines are required 
to represent it, and only the b m terms would be nonzero. Similarly, ifthe function 
F (t ) is odd, only the C terms would be required. A general function per m 
Fpe/t) will require sinusoidal harmonics of arbitrary amplitudes and phases. 
The magnitude and phase of the mth harmonic in the Fourier series can be 
found by: 

8m = Arctan(cm / bJ. 

(5 .2) 

(5.3) 

Phase is defined relative to the cosine, so if cm is zero, 8m is zero. As a 
brief example, Figure 5 . 1  shows the first few sinusoidal harmonics required 
to build up an approximation of a square wave. Note that due to symmetries 
(boundary conditions), only odd sine harmonics are required. Using more 
sines improves the approximation. 

Being able to express periodic functions as sums of sinusoids with arbitrary 
magnitude and phase is a powerful thing. Being able to express any function 
as a sum of sinusoids is also quite profound (yes, I know we haven't yet 
proven this, but we do in Appendix A). But how do we arrive at the correct 
values of the sine and cosine coefficients? We will find this out in the next 
section, and we will also see that the notion of representing functions as sums 
of sinusoids extends to non-periodic functions as well. 

5.3 The Discrete Fourier Transform 

The process of solving for the sine and cosine components of a signal or 
waveform is called Fourier analysis, or the Fourier transform. If the frequency 

Figure 5 . 1 .  A sum of odd harmonics adds to approximate a square wave. 
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54 5. The Fourier Transform 

variable is sampled (as is the case in the Fourier series, represented by m), 
and the time variable t is sampled as well (as it is in peM waveform data, 
represented by n), then the Fourier transform is called the Discrete Fourier 
Transform, or DFT. The DFT is given by 

F(m) = L,00 <O N_J(n)[cos(21CmnlN) - jsin(21CmnlN)] , (5.4) 

where N is the length of the signal being analyzed. The Inverse DFT (IDFT) 
is very similar to the Fourier Series: 

fen) = liN L
moO <ON_1F(m)[cos(21CmnlN) + jsin(21CmnlN)] . (5.5) 

The complex variable j (square root of -1) is used to place the cosine and 
sine components in a unique arrangement where odd terms of the waveform 
are represented as imaginary components, and even terms are represented as 
real components. This gives us a means to talk about the magnitude and phase 
in terms of the magnitude and phase of F(m) (a complex number). 

There is a near-mystical expression of equality in mathematics known as 
Euler's Identity, which links trigonometry, exponential functions, and complex 
numbers in a single equation: 

eJ8 = cos(8) + jsin(8). 

We can use Euler's identity to write the DFT and IDFT in shorthand: 

F(m) = Ln=Oto N_/(n)e-j2rrmniN 

fen) = IINL
mo0 1oN_1F(m)eJh<mmN. 

(5.6) 

(5.7) 

Converting the cosine/sine form to the complex exponential form allows 
many manipulations that would be very difficult otherwise (for an example, 
see Section 2 of Appendix A: Convolution and DFT Properties). But, if you're 
totally uncomfortable with complex numbers and Euler's Identity (or with the 
identities of 18th century mathematicians in general), then you can write the 
DFT in real number terms as a form of the Fourier Series: 

fen) = I/NLmoo 10 N_1Fb(m)cos(21CmnlN) + F/m)sin(21CmnlN) (5.8) 

where 

Fb(m) = L,oO 10 N-l f(n)cos(21CmnlN) 

F/m) = L,oo 10 N_,-f(n)sin(21CmnlN) . 
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5.5 (onyolutlon with the OFT and the FFT 

5.4 Orthogonality and Uniqueness of the OFT 

The best way to explain the uniqueness of the Fourier transform is by exploiting 
the orthogonality property of sinusoids, combined with some basic linear 
algebra. If we assume that every signal can be composed of harmonically related 
sinusoids (no reason to assume such a thing, but it's proven in Appendix A, so 
just play along with me for now), then we can convince ourselves that the 
Fourier transform is a unique representation of the signal. All we need to do is 
invoke the orthogonality of sinusoids (also defined and proven in Appendix 
A). In simple geometric terms, orthogonal means that two directions lie at 
right angles; or there is no projection of one onto the other. Linear algebra 
gives us our definition of orthogonal, meaning that the ilmer product of two 
vectors is equal to zero. To state orthogonality of harmonically related 
sinusoids in words: Any two harmonically related sines (or cosines), when 
multiplied by each other and integrated (summed) over the fundamental interval, 
yield a zero result if the sinusoids are not of the same frequency. Further, any 
harmonically related sine, when multiplied by any harmonically related cosine 
and integrated over the fundamental interval, always yields zero. To state this 
mathematically, for all O<p, q< NI2: 

r." "ON_lsin(21tpnlN)sin(2rrqnlN) = 0 if q .. p 
= N12 if q = p; 

r.,.JiO N_lcos(21tpnlN)cos(2rrqnlN) = 0 if q .. P 
=N12 if q = p; 

r.,.o loN_lsin(21tpnlN)cos(21tqnlN) = 0 for all q and p. 

So what does orthogonality mean to us in using the Fourier transform? 
Well, if we know that any signal f(n) can be represented by harmonically 
related sine and cosine components, then orthogonality means that we can 
extract the individual terms by mUltiplying f(n) by each, one at a time, and 
get the "projection" of f(n) onto each component individually. We can pull 
off the individual components in any order, and always come up with the 
same identical answer for the Fourier coefficients. This is called uniqueness, 
and is proven in Appendix A, with some nice pictures depicting orthogonality. 

5.5 Convolution with the OFT and the FFT 
If we visit our old pal convolution once again, a most marvelous property of 
the DFT emerges. I'll skip the derivation (or proof) here, which is shown in 
Appendix A. For here, the short story is: 

y(n) = x(n) * h(n) <-+ Y(eJO) = X(eJO)H(eJO). 

55 

 EBSCOhost - printed on 11/2/2022 5:54 PM via STANFORD UNIVERSITY LIBRARIES. All use subject to https://www.ebsco.com/terms-of-use



56 • 5. The Fourier Transform 

Figure 5.2 .  Convolution in the time (left) and frequency (right) domains. 

This says that convolution (*) in the time domain transforms ( H means 
"transforms to and back") to multiplication in the frequency domain. This 

might seem somewhat like the cascading of transfer functions that can be 

done in the z domain (see Figures 3 . 1 4-1 5), and indeed it is. In fact, we can 
now define z more thoroughly than just saying "it's a unit sample of delay": z 
is in fact equal to ejOl, and the unit circle in the z-plane is actually all of the 
values that z can take on for real values of 0). Now we've got another really 

good reason to believe that the impulse response of a filter characterizes what 

that filter will do to an input signal. We can simply form the product, pointwise 
for frequency samples, of the transform of the input signal x and the transform 
of the impulse response of the filter h, and the result is the transform of the 
output signaly. Figure 5.2 shows this process. 

If you look at the D FT (and inverse) definition, you will see that it takes 
about N2 multiplies to calculate. You have to compute one set for each 

frequency, of which there are N, and each of those takes N multiplies to go 
through the time samples. If you look at the DFT theorems in Appendix A, 

you will see that the data that comes out has special symmetries. That turns 
out to be true only if the input data consists of real numbers. (Yes, you can 
take the DFT of complex data, but sound isn't complex, be it Britney Spears 
or even Bach.) Multiplying a complex number times a real number takes two 
actual multiplies, but from the symmetry of the DFT for real data, we can cut 
the whole workload back down to exactly N2• Except for the insights we might 

gain from transforming signals to the frequency domain, does it really make 
sense computationally why we might want to actually do convolutions in the 
frequency domain? Yep, read on. 

The FFT is a cheap way of calculating the DFT. There are thousands of 
references on the FFT, and scores of implementations of it, so we won't even 
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5.6 Some Fourier Transform Applications 

bother with talking much about i t  here, except to say that it's lots more efficient 
than trying to compute the DFT directly from the definition. There are some 
downsides, such as the fact that FFTs can only be computed for signals whose 
lengths are exactly powers oftwo, but the advantages of using it often outweigb 
the pesky power-of-two problems. Practically speaking, users of the FFT 
usually carve up signals into smaller chunks (powers of two), or zero pad a 
signal out to the next biggest power of two (see Appendix A). So what's the 
savings in using the FFTversus the DFT? 

A well crafted FFT algoritlnn for real input data takes on the order of 
Nlog,(N)/2 multiply-adds to compute. Comparing this to tlle N' multiplies of 
the DFT, N doesn't have to be very big before the FFT is a winner. To do 
convolution in the frequency domain, we need to add the lengths of both 
signals to get the DFT length; pad both with zeroes out to the next largest 
power oftwo; transform both signals; multiply them; then inverse transform. 
To take an example of an input signal of900 sanlple length, and an impnlse 
response of 100 sample length, we could do the convolution using 1024 point 
FFTs. Direct convolution would require about 900* 1 00 operations (multiply
adds), while FFT convolution would require about 1024 *Iog,( l  024) = 1 024 * 1 0  
operations. S o  FFT convolution would b e  about ten times cheaper. 

5 _6 Some Fourier Transform Applications 

As will be discussed in Chapter 6, one of the main uses of tile Fourier transform 
is for analyzing sounds. We can pick peaks in the frequency domain and 
determine whether they behave like sinusoids. Those peaks can be used to 
calibrate an additive or modal synthesizer model like we did with the coffee 
mug in Chapter 4. We can look at gross spectral envelope features, and use 
those to control a filter-based model. We can also use frequency domain 
convolution to implement filters, multiplying the spectrum of an input signal 
by a shaping function spectrum to yield the final filtered output spectrum. 

If we have a pitched sotllld such as a singing voice or trumpet, we can 
use the FFT to do pitch detection. The term pitch is actually a perceptual 
quantity, meaning that it describes what a hunlan would say or judge about 
the pitch height of a tone. The FFT can be used to measure frequency, which 
is a fairly strong correlate ofthe perception of pitch. There are many methods 
to estimate pitch, but they generally fall into two classes: time-domain 
methods and frequency-domain methods. A conunon time-domain pitch 
estimation method involves simply inspecting the waveform to determine 
the period of repetition. This is easily possible with some waveforms such 
as x(n) and yen), as shown in Figure 5.2. Many sounds, however, evoke a 
strong perception of pitch but do not show a clear time-domain periodicity. 
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58 5. The Fourier Transform 

Phase corruptions, such as those caused by echoes in rooms, can change the 
shape of a waveform quite radically, but the pitch of the source is still quite 
evident to human listeners. The frequency domain provides us with much 
more robust methods of pitch estimation. 

Recall that pitched sounds exhibit a special pattern of sinusoidal modes, 
called harmonics, which are related by integer ratios. This means that a singing 
voice at 220 Hz would exhibit a spectrum with sinusoidal peaks at 220, 440, 
660, 880, etc. The pitch perception of this sound would be a musical A3 (!be 
A below Middle C on the piano keyboard). To do pitch detection in the 
frequency domain, all we need to do is to find the peaks and determine what 
the fundamental is. [fwe are absolutely sure that the sound is a pitched sound 
with a strong fundamental, we would simply need to find the fundamental 
peak. Bu� if we are sure of that, we can probably do the pitch estimation in 
the time domain. In reality, even very pitched sounds are noisy; not strictly 
periodic; or do not exhibit a strong fundamental peak. A fairly simple algorithm 
for estimating the pitch of a sound consists of finding the significant peaks in 
the spectrum, sorting them, and finding the most likely fundamental (greatest 
common divisor) of the peaks. 

There are various ways of estimating the "pitchiness" of a sound. One 
common measure is harmonicity, which is how close the first few peaks are 
to being true integer multiples of the fundamental. Perception research tells 
us that usually the first five-seven harmonics play the most important role 
in pitch perception. Another measure of pit chi ness is the Harmonic-ta-Noise 
Ratio (HNR). This is estimated by computing the power in the harmonics 
(the sum of the squares of magnitudes of the peaks), computing the power 
in the remaining (nonpeak, noise) part of the spectrum, and dividing those 
two numbers. Often HNR is given in dB, which requires computing 
l O *loglo(Peak power/noise power) . Figure 5 . 3  shows the process of 
frequency domain pitch estimation and HNR calculation. The five highest 
peaks are used to do the calculations, and the HNR is computed up to the 
frequency ofthe fifth (highest frequency) peak. An "ahh" vowel is compared 
to an sss consonant. 

The frequencies ofthe five strongest detected peaks ofthe sss consonant 
are 5970, 7816, 8236, 8279, and 8435 Hz. The HNR was computed to be 
-7 dB, reflecting the fact that the sound is really noise. The frequencies of 
the five strongest detected peaks of the "ahh)) vowel are 1325, 2450, 
3412, 3980, and 4730 Hz. These have a common divisor of about 670 Hz 
(it's a baby saying ahh, thus the high pitch). The HNR was computed to 
be 8.7 dB. 

Another method of estimating the pitch ofa signal uses a special form of 
convolution called autocorrelation defined as: 
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5.6. Some Fourier Transform Applications 

sss � �4f11\��f' ��*I/j���'�������."�.��"��'fPl�!1 
OdB 

• • � A Au.!. Ai. 1"1 tu.I � :: I��"f��uttr� 
Peaks 

ahh if'  ALl liL . ,u n  Al A  AL. A& ! (\�� nu 6� A /l�! Au A�! Au A�� A. \11)1'1 �''V'i'' VWV'f �WU\l U-' vv V'v'" V� Y'" �iltw"" �l1i � • �f{V"' �"W{v • �'!\tv • �1fV'" �W!l'v �ltv" U 

°:: 1 {\ _(\/\)W"vvW�1 
Peaks 

Figu re 5.3.  Pitch estimation in the frequency domain. 

x+ x(n) = Li � O  to N_ lx(i )x(i + n). (5 .9) 

This is a time (lag) domain function that expresses the similarity of a 
signal to lagged versions of itself. It can also be viewed as the convolution of 
a signal with the time-reversed version of itself. Pure periodic signals exhibit 
periodic peaks in the autocorrelation function. Autocorrelations of white noise 
sequences exhibit only one clear peak at the zero lag position, and are small 
(zero for infinite length sequences) for all other lags. 

The autocorrelation signal can be used to estimate pitch by inspecting 
for the significant peaks within the expected range of interest. For example, 
male speaking voice typically ranges from 60 to 200 Hz, while the female 
singing voice can commonly range up to 2 kHz. The ratio of peak height 
(periodicity power) to the zero lag peak height (signal power) can be used as 
an estimate of pitchiness. Figure 5 .4 shows the process of pitch estimation on 
the "ahh" vowel and the "sss" consonant using autocorrelation. The "sss" 
autocorrelation signal shows no clear peak in the pitch range of interest. The 
"ahh" autocorrelation signal shows periodic peaks at the lag = 66, 1 34, etc. ,  
sample locations, as  well as  peaks at 33 ,  1 00, etc. The true pitch peak is  the 
lag = 66 location, indicating a pitch of 44 1 00/66 = 668 Hz. The other peaks 
could potentially yield a false pitch estimate one octave above or below the 
actual pitch. The lag = 33 peak is due to a pronounced second harmonic 
component in the "ahh" sound. 
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5. The Fourier Transform 

lag 

Figure 5 .4.  Autocorrelation pitch estimation in the lag domain. 

5.7 The Short-Time Fourier Transform 
Overlap-add time shifting was introduced in Chapter 2, and shown in Figure 

2.4.  The motivation was to segment the sound into perceptually meaningful 

slices, then manipulate those. The Short-Time Fourier Transform (STFT) 

breaks up the signal and applies the Fourier transform to each segment 

individually. By selecting the window size (length of the segments), and hop 

size (how far the window is advanced along the signal) to be perceptually 

relevant, the STFT can be used as an approximation of human audio perception. 

Figure 5 . 5  shows the "synthesize" waveform and some STFT spectra 

corresponding to particular points in time. 

In addition to audio analysis, there are many other applications of the 

STFT. Time-varying filtering can be accomplished by STFT in the frequency 

domain by changing the filter with each window hop. Additive synthesis can 

be accomplished by "painting" the components into frequency domain frames, 

then inverse transforming those to form the synthesized signal. The parameter 

choices of window shape, window size, and hop size are important design 

decisions that greatly affect the STFT results, behavior, and appearance. In a 

way, those parameters can be viewed as the lens through which we zoom into 

our signal and inspect the relevant details. Appendix A talks a little about 

windowing and the effect on spectral analysis, and we' ll talk more about 

selecting windows and hop sizes in Chapter 7.  

 EBSCOhost - printed on 11/2/2022 5:54 PM via STANFORD UNIVERSITY LIBRARIES. All use subject to https://www.ebsco.com/terms-of-use



5.S. Conclusions 

0:00.0 0:00_1 0:00.2 0:00.3 O:OOA 0:00_5 0:00.6 0:00.7 0:00.8 

Figure 5.5.  Some STFT frames ofthe word "synthesize." 

5.8 Conclusions 

• 

Fourier analysis has been called the most important mathematical tool in the 
history of engineering. The Fast Fourier Transform makes Fourier Analysis 

economical and much more useful. In the next chapter, we'll look at the spectra 
of different kinds of signals, and some tools for better analyzing, displaying, 

and modeling the spectra of sound source objects and systems. 

Reading: 
Ronald Bracewell. The Fourier Transform and its Applications. Boston: McGraw 

Hill, 2000. 

Code: 
fft.c 

peaksfft.c 

pitch.c 

colvolve.c 

reverse.c 

Sounds: 
[Track 1 9] Building a Square Wave from Sine Waves (Bottom Up/Top Down). 

[Track 20] Convolving an "ahh" Impulse with a Pulse Train to Make "ahh." 
[Track 21] Spoken "Synthesize" and Individual Frames. 
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